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BBEJAEHHUE

[TapannenbHble BHIYUCICHUS JABHO YXKE MMEPecTaiu ObITh ClIEHUATbHBIMU TEX-
HOJIOTHSIMHU, KOTOPBIMU MOJIB30BAJIMCH JIMIIb B HCCIENOBATENbCKUX LeHTpax. Cero-
JTHS. METOJbI MapajuielIbHbIX BBIYMCICHUN B TOW WM MHOM CTENEHU HUCIOJIb3YIOTCS
IOpU PELIEHUU MPAKTUYECKH BCEX CIIOKHBIX 3a1ay. COBEepUICHCTBOBAHUE TEXHUYE-
CKOM 0a3bl KOMIIBIOTEPOB B COUYETAHUU C MapajuIeIbHON 00pabOTKOM JaHHBIX MMO3BO-
JIUJIO CYLIECTBEHHO MOBBICUTH MTPOU3BOIUTEIBHOCTDh BRIUUCIICHHUIA.

B naHHOM mocoOuu paccMOTPUM OJHY M3 TEXHOJOTHMH BBICOKONPOU3BOJIH-
TEIHHBIX BBIYUCICHUN, HUCHOJB3YIOMIyt0 rpadudeckuii mpomeccop (GPU). Uzna-
Y4aJbHO ATOT KJACC YCTPOMCTB paszpadatrbiBaics it 0O0paboTku rpaduku. TexHuka
coBepiieHcTBoBanach, GPU HapammBain mpou3BOAUTEIBHOCTh, U B KAKOHW-TO MO-
MEHT OKa3zayioch, 4T0 GPU MOXHO yCHENIHO HMCIOJb30BaTh HE TOJIBKO ISl 3a7ad
KOMITbIOTEpHOM TpaduKHu, HO U Kak MaremaTtuueckuii comporeccop ans CPU, nomny-
yasi [Py ATOM CYIIIECTBEHHBIN IPUPOCT MPOU3BOAUTEIHLHOCTH.

Oror kiacc TexHojorui monyunma HasBanume GPGPU (General-purpose
computing for graphics processing units) — rcmonbp3oBaHKie rpapUIECKOro MPOoIecco-
pa I pa3IMYHbIX BBIYMCIUTENBHBIX 3a4ad. [lomynspHBIA NpeacTaBUTENb 3TOTO
kiacca — CUDA (Compute Unified Device Architecture), kotopblii Obl1 BHEpBbIC
npenacrasiieH komnanueil NVIDIA B 2007 rony. CUDA MoeT ucnosib30BaThCs Ha
GPU mpoussoactea NVIDIA, takux kak GeForce, Quadro, Tesla, Fermi, Kepler,
Maxwell, Pascal u Volta. HekoTopble U3 3THX YCTPOMCTB HE MMEIOT BHJICOBBIXO/IA,
Y 3TU BUJEOKAPTHI MPEIHA3HAYEHBI UCKIIOUUTEIIHHO ISl BBICOKOITPOU3BOIUTEIbHBIX
BBIUKCJICHUMU.

CUDA pabotaetr Toibko ¢ ycrpoiictBamu npousBoicTtBa NVIDIA, Ho oTtme-
TiM, 4T0 ToMuMO CUDA cylecTBYIOT U Apyrue aHAJIOTUYHbIE TEXHOJIOTHUH, HAIIPHU-
mep, OpenCL, AMD FireStream, CUDAfy u PyCUDA.

B kadecTBe JMONMOTHHUTENBHOHN JHTEPATyphl MOXKHO MOpEeKOMEHIoBaTh [1-3].
B [1] pazo6pana kak cama texnosoruss CUDA, Tak u BONPOCH ONTUMHU3AIMU KOJa

C Mcnonb3oBaHueM ptx-accemOinepa. B kHuUre Ttaxkke pacCMOTpPEHBl 3ajayd IIo
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MOJCTTUPOBAHUIO  psila  (PU3WYECKUX  TPOIECCOB.  3amaddl  MOJCITHPOBAHUS
Y UCIIOJIb30BaHUE CTaHAAPTHBIX OMOIMOTEK paccMoTpeHbl U B [2]. B [3] moapo6HO

onucaHa padoTa ¢ HECKOJIbKUMH rpa)uueCKUMH YCTPOUCTBAMM.



I'naBa 1. Moaean nporpammupoBanust CUDA

B nepBoii rnase paccMoTpum 0azoBble monsTus texHosornn CUDA — xocr,
YCTPOMCTBO, SIAPO, CETKA, OJIOK U HUTh, TIO3HAKOMHUMCS C apXUTEKTYpOil rpaduyecko-
ro Ipoleccopa U y3HaeM, Kak ONpelesUTh OCHOBHbIE xapakrepuctuku GPU, ycra-

HOBJICHHBIC Ha BAllICM KOMIIBIOTCPEC.

OcHOBHbBIC IOHATHUS

[Tporpammusiii kog B CUDA cocTouT kak M3 mocienoBaTeabHbIX, TaK U U3 Ta-
pauienbHbIX YacTe. [locnenoBaTenbHbIe YacTH KO/Ia BHIOMHSIOTCS Ha Xocme (host) —
nearpaibHoM mporieccope (CPU), a maccuBHO-mapauiebHbIC YaCTH KOZa BBINOJ-
HAIOTCS Ha ycmpoiicmee (device) — rpadudeckom mporeccope (GPU), pacmonoxen-
HOM Ha Buzeokaprte. Kaxaplil mpoieccop MMeeT CBOIO OTICIBHYIO IMaMATh, aMsTh
XOCTa ¥ aMsITh YCTPOHCTBA (PU3UUCCKU pa3iAeicHbl. XOCT YIPABISICT BHIYUCIUTEIb-
HBIM ITPOIECCOM — C XOCTa BBI3BIBAIOTCS (DYHKIIUH, OPTaHU3YIOIINE OOMEH JaHHBIMH
MEX]Iy pa3IMIHBIMU BUJAMH TTAMSITH, U 3aIyCKAIOTCS 3aJladl Ha ycTpoicTBe. Kax-
Jou Takoi 3amaue cooTBeTcTByeT siapo (kernel) — ¢yukius, obopMieHHas Mo 0co-

OBIM TTpaBUJIAM.

B nacrosmee Bpems texHosoruto CUDA mnoaaepKuBarOT TaKUE SI3BIKU IPO-
rpammupoBanusi, kak C/C++, Fortran u Phyton. B mporpammy, HanucaHHyro ist
CPU, M0OxHO 100aBUTh TONOJHUTEIbHBIE 31eMeHThI Uit padoTel ¢ GPU. Komnuis-
Top CUDA paboraer xak npemnpoueccop. [locie npenBapurensHoii 00paboTKu HcC-
XOJTHOTO KOJA BBI3BIBAETCS CTAHAAPTHBIA KOMIWJIATOP U T'E€HEPUPYETCS UCIIOJIHSIE-

MBIN KOO OTACIIbHO OJIA XOCTa U OTACIBbHO AJIsA YCTpOﬁCTBa.

Cerku, 0J10KH, HUTH
[Tpu Beruucnenusx Ha GPU omxHoBpeMeHHO 3amyckaeTcsi OOJbIIOe YHCIO Ma-
pajuIeIbHBIX MPOLIECCOB, X MPUHATO HasbiBaTh Humamu (thread). Bee 3amymieHHbIe
Ha BBINOJIHEHUE HUTH OOBEIMHEHBI B CIOXHYIO CTPYKTYypy — cemky (Qrid). Cerka
IPEICTaBIAECT COO0l OJHOMEPHBIM, ABYXMEPHBIM WM TPEXMEPHBII MacCuB 0J10K08

(block). Kaxaplit 6710k — 3TO OAHOMEPHBIH, ABYXMEPHBIH HIIM TPEXMEPHBIH MacCHB
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numen (thread). Ilpu sToM Bce Onokm, 0Opa3yrolue CETKY,

pa3sMepHOCTh U pazmep (puc. 1).

UMEIOT OJIMHAKOBYIO

Grid
block(0,0) block(0,1) block(0.n-1)
block(m-1,0) [* block(m-1.1) | "*--._ | block(m-1.n-1)
"g Block -
thread(0,0) thread(0,1-1)
\ | thread(k-1,0) thread(k-1,1-1)
Vi

Puc. 1. Uepapxus nureii B CUDA

[Tono6HOE pa3aeneHue BceX HUTEH SIBISIETCS €Ie OJHUM OOIIUM MPUEMOM HC-

nonb3oBaauss CUDA: ucxomHas 3aj1ada pa3ouBaeTcs Ha HA0Op OTASIbHBIX 11013a1a4,

perraeMbIX He3aBUCUMO JPYT oT Apyra (puc. 2). Kaxmoii Takoi moj3anade COOTBET-

CTBYCT OJIOK HHUTEM. HpI/I 9TOM KaKaas rmoaszajgada COBMCCTHO pCIIacTCsa BCCMU HH-

TAMHU cBoero 0j0ka. OObeAUHEHHE HUTEH B Bapibl MPOUCXOAUT OTACIBHO IS KaX-

010 6JIOKa; TaKHUM 06pa30M, BCC HUTHU OAHOI'O BapIlia BCECriaa NpUHAIICIKAT OIHOMY

6s10Ky. [Ipu TOM HUTHU MOTYT B3aUMOJICUCTBOBATh MEXIY COOOM TOIBKO B Mpejenax

0sioka. Hutu pa3HbIX OJIOKOB B3aUMOJCHCTBOBATh MEXKTy COOOH HE MOTYT.



Hcxonnas 3agaua

Ilom3angaua Ilonzanaua Ilom3anaua Ilom3amaun

Hutu

Puc. 2. Pa3ouenne ucxoaHoi 3aqa4yu Ha Hadop

HE3aBUCUMO peaIacMbIX ImoaA3ajgiavd

[TonoOHBINM TTOAXO SABISETCS YJIauYHBIM KOMIIPOMHCCOM MEXIY HEO0OXOIUMO-

CThIO 00€CTICUUTh B3aUMOJICHCTBUE HUTEH MEXTY COOON M CTOMMOCTBIO MOJ0OHOTO

B3aNMOJICHCTBHUS — OOCCIICUNTh BO3MOXKHOCTD B3aUMOJICHCTBHS KaXKJIOM HUTH C KaxK-
JI0¥ OBLTIO OBI CITUIIIKOM CJIOKHO M JIOPOTO.

OpaHako ecTh ci0cOObl KOCBEHHOT'O B3aMOECHCTBUS HUTEN B O10ke. OHM MOTYT

B3aMMOJICCTBOBATh JPYT C JApPyroM uepe3 pasnensemyto (shared) mamsate (00 wmc-

ITOJIb30BaHUH pa3JICHHCMOﬁ MMaMATH pCUb HOI\/’I}ICT B I'JIaBC 7)

Bapnbi
Bapn (Warp) — rpynnupoBKa IMOTOKOB 10 32 MITYKH, KOTOPBIE OKa3bIBAIOTCS
yacTsaMHu Oosiee KpymHbIX oOpazoBanuii — OmokoB (blocks). Bce motoku kaxmgoro
0JIOKa 3amyCKarTCA CTPOro Ha OJIHOM IIOTOKOBOM MyJibTHIpoleccope (SM,
Streaming Multiprocessors), IO3TOMY UMEIOT JIOCTYII TOJIBKO K ero pecypcam. OmHa-
KO Ha OTHOM SM MOKeT 3aIryCKaTbcsi 0oJjiee OTHOTO OJI0KA, M TOTJIa pecypchl OyayT

PasaACiATLCA MCKIY HUMHU IIOPOBHY.



B kaxzaoMm SM cyuiecTByeT OJIOK yIpaBi€HUs, KOTOPbIA 3aHMMAETCs paclpe-
NEJIEHUEM pecypca MPOLIECCOPHOrO0 BpEMEHU. JlenaeTcs 3To Tak, YTO B KaXKJIbIA MO-
MEHT BPEMEHHU BCE siApa 0AHOrO0 SM HCHONHAIOT cTporo oauH Bapm. Ilo ero 3aBep-
MICHHW padOTHl Bapma ONTHUMAIBHBIM CIIOCOOOM BBIOMpAETCS CIEMYIONUN Baprl,
npunucaHHeii K 1anHoMy SM. Takum oOpa3oMm, OKa3bIBaeTCs, YTO MOTOKH OJHOTO
Bapna CUHXPOHU3UPYIOTCS 3a cueT annapatHoi ocooeHHocT CUDA 1 ucnonHstoTes
o eme 6osee 6muzkomy Kk SIMD (Single Instruction, Multiple Data) metony. Ho mo-
TOKHU Jake OJHOro OJIOKa M3 pa3HbIX BaploB MOTYT OKa3aThCsl 3aMETHO PacCHUHXpPO-
HU3HPOBAHHBIMU.

MOo>XHO caienaTh BbIBOJ, YTO B3aMMOJICHCTBUE MEXK]Ty TOTOKAMH OJIHOTO OJ0Ka
CJIeIyeT CTapaThCsl OCYILECTBISATh Yepe3 UX OOILYI0 OBICTPYIO pa3AeiIeMyl0 aMsATh,
a MeXIy MOTOKaMH JIByX Pa3IMYHBIX OJOKOB — TOJIBKO C HUCIIOJIb30BAHHUEM TJI00aib-
HOM mamsaTu. TyT BO3HHUKAET mpobdiieMa: CIeKEHHUE 32 aKTyaJbHOCTHIO JaHHBIX B 00-
IEIOCTYITHOM pa3HbIM MMOTOKAaM JUIsl YTEHUS U 3anucu obsactu namaru. MHaue roso-
ps — npobiieMa CUHXPOHU3ALMKM NMOTOKOB. Kak yXke oTMedasiocs, B paMKax OJHOIrO
0JI0Ka TOTOKH Ka)KJIOTO Bapra CUHXPOHU3UPOBAHBI MEXy co00il. Jlyis cuHXpoHu3a-
MU MOTOKOB OJIOKa BHE 3aBHCUMOCTH OT NMPHUHAJIEKHOCTH K BapliaM CYyIIECTBYET
HECKOJIBKO KOMaH/] O6apbepHOro Tuma (0 HUX MoApOoOHEe PacCKakeM B 3aKJIIOUUTEb-

HOM pazjiesnie JaHHOU T1aBbl « CUHXPOHU3ALIUS).

Apxutexktypa GPU

GPU mocTpoeH kak MacmTaOupyeMblii MACCUB MMOTOKOBBIX MYJIbTHIIPOIIECCOPOB
(SM, Streaming Multiprocessor). Kornma na CUDA 3amyckaercs siipo Ha BBITIOJTHE-
HUE, TO OJIOKH CETKH BBIMOJIHSIIOTCS Ha UMEIOIIMXCS MYJIbTUIIporieccopax. [lpu aTom
KKl OJIOK IIEJTMKOM BBITIOJIHAETCS Ha OJTHOM U3 MYJIbTHIIPOILIECCOPOB, KOTOPBIH,
B CBOIO OY€pe/ib, CIIOCOOCH OJTHOBPEMEHHO BBIIOJIHATH 10 BOChMHU 0J10KOB. ITo Mepe
TOTO KakK OTJEJbHBbIC OJOKH 3aBEpPINAlOT CBOE BBHITIOJHEHHUE, HA UX MECTO CTAHOBSTCS
HOBBIC OJ0kH. [lodsTOMY mMake Ha JOBOJBHO HEOOJBIIOM YHCIIE TMOTOKOBBIX MYJIBTH-
IIPOIIECCOPOB MOYKHO 3aIlyCTHTh Ha BBITOJHEHHUE CETKY C OOJBIIMM YHCIOM OJIOKOB.

MHorormnoTouHas nporpamMma pacupeessieTcss mo 0J0KkaM HUTEU, KOTOPhIE BBITOJHS-
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FOTCSI HE3aBUCUMO JIpYT OT zpyra, nostomy GPU ¢ 0onblIuM YUCIIOM siiep BBITIOJHUT
nporpamMmmy 3a Mesblee Bpems, yeM GPU ¢ Menbmmm uuciom sigep (puc. 3). s
o0o3nauenus Bo3moxkHocted GPU CUDA wucnons3yer nouarue Compute Capability
(cc), BeIpakaeMoe mapoi uucen — major.minor. IlepBoe umciio o6o03HadaeT riodaib-

HYIO0 apXUTEKTYPHYIO BEpCHUIO, BTOPOE — HEOOJIbIIINE U3MEHEHUS B ADXUTEKTYPE.

Muoronorousaa CUDA nporpasima

-~ .
- -,
e .

GPU ¢ 25M GPU ¢4 5M

[ sm [ sm | [ sm |1 sm || sm || swm

Block 0 || Block 1 A || Block 0 || Block 1 || Block 2 || Block 3

=l

Block 2 Block 3 Block 1 Block 5 Block 6 Block 7

Block 4 Block 5

“,ln'_—-_ [: IJI ICK l_

Puc. 3. Macuirabupyemasi nporpaMMHasi Mo/ieJib

JI1st HanKMcaHWsl ONTUMAJIBHBIX MPOTPaMM Ha IpaUuecKuX MpoIeccopax BaKHO

3HATh OCOOCHHOCTH apXUTEKTYPhI YCTPOUCTBA, MO KOTOPOE OyIeT HAMKMCaH KOJI.

Apxurtexktypa Buaeokaprt NVidia

PaccmoTpum mospoOHee huzmveckoe ycTpoicTBo BuaeokapT. Ha puc. 4 mpu-
BeJleHa cxeMa apxuTekTypsl BuacokapTel GeForce 8800 GT. LlentpanbHblii miporiec-
cop oomenuBaercs nanubiMu ¢ GPU gepe3 moct (Bridge). BeruncnurenpHas 4acthb
BUJICOKAPTHl COCTOUT M3 CEMHM TEKCTYPHBIX MPOIECCOPHBIX KiacTepoB (Texture
Processor Cluster), Kaxkaplii U3 KOTOPBIX COJIEPIKUT ABa MyJjbTHIporeccopa (SM),
ook Tekctyp (Texture Unit) u coBMEmIEHHBII TEKCTYPHBIH KAII M KAII MEPBOTO

yposus (Tex/L1).
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Puc. 4. Apxurexkrypa Bugeoxkaptoel GeForce 8800 GT

biioku TeKCTyp OCYIIECTBISIOT BEIOOPKY U (PMIIBTPALIAIO TEKCTYPHBIX JAaHHBIX,
HEOOXOMUMBIX JUIsI TTOCTPOEHHUS CIEHBL. UHCIO TEKCTYpHBIX OJIOKOB B BHJCOUMUIIC
ompeeNnsieT TeKCTYPHYI MPOU3BOJAUTEILHOCTh M CKOPOCTh BBIOOPKH M3 TEKCTYD.
TexcTypHasi MPOU3BOIUTEIHHOCTD SBISIETCS OJJHAM W3 BOXHEHUIINX MapaMeTpOB BH-
neounnoB. Oco0oe BIUSHUE 3TOT MapaMeTp OKa3bIBAaeT HAa CKOPOCTH MPHU HCIIOIH30-
BaHWU TPUJIMHEWHON M aHU30TPONMHON (PUIbTpalUid, TPEOYIOIMIMX JOMOJIHUTEIbHBIX
TEKCTYPHBIX BEIOOPOK.

MynsTUTIIPOIIECCOP, B CBOKO OYEpEeb, COJACPKUT 8 MOTOKOBBIX IMPOIIECCOPOB
(Streaming Processors) wiu ssmep CUDA (CUDA cores). Takum oGpa3om, oOriee
gucio SP = 14 * 8§ = 112. Taxxke xkaxapii SM comepxuT mo aBa Oyi0Ka JJis BBIYUC-
JICHUs CHEIUaIbHBIX (TpaHcleHAeHTHbIX) ¢yHkiui (SFU), Takux kak CMHYC, KOCHU-
HyC u T. 1. B coctaB SM Bxoaut pasnensemas nmamsats (Shared Memory), 610k uH-
crpykuuii muteit (Multithreaded Instruction Unit), koncranThbeiii kam (C-Cache)
u k3 nHetpykuui (L-Cache).

CpaBHenue 0a3oBbIx xapaktepuctuk Bujecokapt cepun GF 8800 mpueneno

B Ta0u. 1.
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Tabnuya 1

CpaBHurenbsHble Xapakrepuctuku ugeokapt GF 8800

GeForce GeForce GeForce GeForce GeForce
8800 Ultra 8800 GTX | 8800GTS |8800GT 8800 GS
Stream 128 128 96 112 96
NMpoeccopbI
Yacrora saapa
612 575 500 600 550
(MTI'n)
YacroTa
1Ieii1epHoro 1500 1350 1200 1500 1375
ogoka (MI'u)
YacTrora namaT
1080 900 800 900 800
(MTI')
640MB u
O0beM maMaTH 768MB 768MB 320MB 512MB 384MB
Nureppeiic 384-bit 384-bit | 320-bit | 256-bit 192-bit
NaMATH
IToJsoca
NPONYCKAHUS 103.7 86.4 64 57.6 38.4
namsatu (I'b/c)

BhruncnurenbHas 9acth yCTpOWCTBa coeauHsercs ¢ Buaeonamsteio (DRAM)
IIOCPEICTBOM K31Ia BTOporo ypoBHs (L2) u 6iiokoB onepanuii pacrepusanuu (ROP).
brokn omnepanuii pactepusani OCYIIECTBIIAIOT ONEpalUy 3allMCU PACCUUTAHHBIX
BUJICOKAPTON MuKcene B Oydepsl U onepanuu ux cMmemuBanus (onenaunra). Ipo-
U3BOUTEIHHOCTh 0710Kk0B ROP Brimsier Ha puipelT (CKOPOCTh 3armoTHEHUST TTHKCE-
JamMu), a 3TO SIBJISIETCS OJTHOM U3 OCHOBHBIX XapaKTEPUCTUK BUICOKApT.

Hanmo mMers B BHIy, 4TO BUACOKAPTHl OJHOM JMHEHWKH HUMEIOT OJMHAKOBYIO
IIPOM3BOJIUTEIILHOCTD, M, CJEAOBATEIbHO, oauHaKoBoe umcio SP B MP. Onnako
OCTaJIbHBIE XapaKTEPUCTHUKU MOTYT OTJIMYaThbcs. B Tabnuie 2 mpuBeIeHbl XapaKTe-
puctuku 1151 GeForce 8800.

PaccMoTpuM Takke HOBBIM, HEIaBHO AaHOHCHUPOBAHHBIN, MYJIBTHUIIPOLIECCOD
cemetictBa Volta (puc. 5). Kaxuaprit SM conepxut ueTbipe 010Ka, B KOTOPBIX €CTh
IOMHUMO SI€p, BBINOJHSAIOMIKUX IIEJIOUYMCICHHBIE BBIYUCICHUA, fAApa Uid paboThl

C BCHICCTBCHHBIMH 32 u 64-OuTHBIMU qucCjaMH, a TaKiXKC HOBBIC, IIOABHUBIINCCA
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Warp Schoduler {32 thread/clk)
Dispatch Unit (32 throadicik)

Register File (16,384 x 32-bit)

INT INT FP32 FPR2
INT INT FP32 FPI2
INT INT FP32 FP32

FRA2FPR TENSOR TENSOR

FP12 FP32 CORE CORE

FP32 FP32
FP32 FPR2

FP32 FPR2

LD Lo Lo Lo Lo LD
a7 ST ST st 81 8T SFU

LoMnstrictonCache | [

Warp Scheduler (32 threadiclk)
Dispatch Unit (32 threadicik)

Register File (16,384 x 32-bit)

INT INT FP32 FP32
INT INT FP32 FP22
INT P32 P32

INT FP32FP32 yENSOR TENSOR

P32 PRI CORE CORE

FP32 FP32

FP32 FP32

Lo LD SFU

sY sy

B JaHHOM NuHElKe mporeccopoB, TeH30pHbIE sAapa (Tensor Cores), paspaboTaHHBIC

CHenuanbHO JJIsl O0y4YeHHs] HEMPOHHBIX ceTel B 3a/1auax riiy00Koro o0y4eHus.

Warp Scheduler (32 threadiclk)
Dispateh Unit (32 threadiclk)

Register File (16,384 x 32-bit)

TENSOR TENSOR
CORE CORE

Warp Scheduler (32 threadicik)

Dispatch Unit (32 threadiclk)
Register File (16,384 x 32-bit)
INT INT PR32 P2

INT FP32 FP3Z

INT P32 FPs2

TENSOR TENSOR
CORE CORE

Puc. 5. ApxutekTypa MmyJsTUnpouneccopa cemeiicrsa Volta GV100
Ha pucynke 5 taxe npezacraBiensl miaanupoBinuk BapnoB (Warp Scheduler),

6mok Be1OOpKHU (Dispatch Unit), peructpsr mynbtunporieccopa (Register File) u 61o-

Ku 3arpy3ku u coxpanenus (LD/ST — Load/Store Units).
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Tunsl Bugeokapt, nogaep:xkusarmux CUDA

[IpuBenem B Tabi. 2 XapaKTEpPUCTUKU HEKOTOPHIX BUACOKAPT, MO KUBAIO-
mux TexHosoruro CUDA.

[lepBass KoyOHKa TaOJUIIBI — HAa3BaHUE BUICOKAPTHI: YKa3bIBAETCS MOJIEIh
u 00beM mamsaTy, B Ha3BaHuU GT o003Ha4yaeT OOBIYHBIC BUJICOKAPTHI HU3KOT'O YPOB-
Hs1 mpousBoautenbHOCTH, GTX 0003HaUaeT BUAEOANANTEPhl CPEAHETO M BBICOKOTO
ypoBHs, T1 nim Titan 0603Ha4aeT AECKTOIHBIC KapThl.

Bropas komonka obo3Hawaer mapkupoBKy kpucramioB: GT — Tesla, GF —
Fermi, GK — Kepler, GM — Maxwell, GP — Pascal. TpeTss 1 4eTBepast KOJIOHKH (akx-
TUYECKU TMOKA3bIBAIOT MPOU3BOIUTEILHOCTh BHICOKAPTHI. LIudpel B mociaeaHei Ko-
JIOHKE, Pa3psAIHOCTH IIMHBI TaMATH, YKAa3bIBAIOT Ha MPOMYCKHYIO CIIOCOOHOCTH Ta-
MSITH.

OTMmeTuM, 9TO 4acToTa s/ipa, KaK MpaBUIIO, HEMHOTO HMYKE 9acTOT MICHACPHBIX
6110k0B. YacToTa k€ MaMsITH B COBPEMEHHBIX BHUICOKApPTaX CYIIECTBEHHO BBIIIE Ya-

CTOTBHI SIIpa.

Tabnuya 2
XapaKTepUCTUKH HEKOTOPBIX BUACOKAPT
Kon-Bo
YacroTa sipa
GPU / MIPOIIECCOPOB-siIep / GPU / mefiep- Pa3psimHOCTB
GeForce TEKCTYPHBIX OJIOKOB / ITUHBI
KpHUCTAILIT HOTo OJ0Ka /
ROP — 6510k0B MSAMSTH
namsati B MHz.
pacrepu3anuu
Titan X 12gb GP102 3584/224/96 1417/1530/10000 | 384 bit
GTX 1080 8gb GP104 2560/160/64 1607/1733/10000 | 256 bit
GTX 1060 6gb GP106 1280/80/48 1506/1709/8000 | 192 bit
GTX 980 Ti 4gb GM200 2816/176/96 1000/1075/7000 | 384 bit
GTX 9804 gb GM204 2048/104/64 1126/1216/7000 | 256 bit
GTX 960 2 gh GM206 1024/64/32 1126/1178/7000 | 128 bit
Titan Z 12gb 2xGK110 5760/448/96 705/876/7000 2x384
GTX 780 Ti 3gb GK110 2880/240/48 875/928/7000 384 bit
GTX 760 2 gb GK104 1152/96/32 980/1033/6008 256 bit
GTX 7501 gb GM107 512/32/16 1020/1085/5000 | 128 bit
GTX 6802 gb GK104 1538/128/32 1006/1058/6008 | 256 bit
GTX 660 2 gb GK106 960/80/24 980/1033/6008 192 bit
GT 6402gb GK107 384/32/16 900/900/1784 128 bit
GT6301gb GF108 96/16/4 810/1620/3200 128 bit
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IIpooonsicenue maoban. 2

Koma-Bo
Yacrora siapa
GPU / MPOIIECCOPOB-saCD / GPU / meiinep- PazpsimrocTh
GeForce TEKCTYPHBIX OJIOKOB / LIUHBI
KpHUCTaJ Horo 610Ka /
ROP — 610K0B IISIMSITH
namMsatd B MHz.
pacTepu3anuu
GT6101gb GF119 48/8/4 810/1620/1800 64 bit
GTX5801.5gb GF110 512/64/48 772/1544/4008 384 bit
GTX4801.5gb GF100 480/60/48 701/1402/3700 384 bit
GTX 560 1 gb GF114 336/56/32 675/1620/4004 256 bit
GTX 460 1gb GF104 336/56/32 675/1350/3600 256 bit
GTX 550 Ti 1gb GF116 192/32/24 900/1800/4100 192 bit
GTS 4501 gb GF106 192/32/16 783/1566/3600 128 bit
GT4401gb GF108 96/16/4 810/1620/3200 128 hit
GT 5201 gb GF119 48/8/4 810/1620/1800 64 bit
GTX2801gb GT200 240/80/32 602/1296/2215 512 bit
GTS 2501 gb G92b 128/64/16 738/1836/2200 256 bit
GT2401gb GT215 96/32/8 550/1340/3400 128 bit
GT2201gb GT216 48/16/8 625/1360/1580 128 bit
GT2101gb GT218 16/8/4 589/1402/1000 64 bit
9800 GT 1gb G92 112/56/16 600/1500/1800 256 bit
9600 GT 1 gb G94 64/32/16 650/1625/1800 128 bit
9500 GT 1 gb G96 32/16/8 550/1400/1600 128 bit
8400 GS 512 mb G86 16\8\4 450/900/800 64 bit

IHonyuyenue nupopmanum 00 ycTpoucTBe

[Tomygnm oT BHAEOKApTHI MH(POPMAIUIO O €€ BO3MOXXHOCTSIX M pazdepemcs,

9TO OHHU jaroT. [[ns ompeneneHus: CBOMCTB BHUACOKAPTHI UCIHOJIB3YeTCs (yHKIUS

cudaGetDeviceProperties(), npuHUMaroIas B Ka4eCTBE MapaMeTpa HOMEp BHUICOKap-

TBI ¥ BO3BpaliamIas B cTpykrype cudaDeviceProp maTepecyromme Hac 3HAYCHHUS.

BBIBC)IGM Ha 9KpPaH IMOJIYYCHHBIC IICPCMCHHBIC.

[TpuBenem ocHOBHBIC TIEpeMEHHBIE CTPYKTYphI cudaDeviceProp:

struct cudaDeviceProp {

char name[256];

size t totalGlobalMem;
size t sharedMemPerBlock;
int regsPerBlock;

int warpSize;

size t memPitch;
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int maxThreadsPerBlock;

int maxThreadsDim[3];

int maxGridSize[3];

size t totalConstMem;

int clockRate;

int deviceOverlap;

int multiProcessorCount;

int kernelExecTimeoutEnabled;
int integrated;

int canMapHostMemory;

int concurrentKernels;

31ech:

= name[256] npeacrasisier coooit ASCII ctpoky naeHTHgUKaIuu yCTPOUCTRA;

» totalGlobalMem — o0muii 00beM r100aIbHON MaMATH, TOCTYIIHOW Ha YCTPOMCTBE
B OaiiTax;

» sharedMemPerBlock — makcumanbHbIE 00beM OOIIEH MaMATH, JOCTYITHOM IS
HHATHU 0JI0Ka B OaliTax;

» regsPerBlock — makcumabHOE KOMHYECTBO 32-OMTHBIX PETHCTPOB, TOCTYITHBIX
JUISI HUTH OJIOKa;

= warpSize — pa3mep Bapria B motokax;

= maxThreadsPerBlock — makcumanbpHOE KOMMYECTBO TOTOKOB Ha OJIOK;

» maxThreadsDim[3] coaepxuT MakCUMaIbHBIN pa3Mep KaKI0ro U3MEpeHust 0JI0Ka;
» maxGridSize[3] comepXUT MaKCHUMaJIBHBIA pa3Mep KaKI0ro H3MEPEHUS CETKH;

= totalConstMem — oGmmii 00beM KOHCTAHTHOW MaMsITH, TOCTYITHOW Ha yCTPONUCTBE
B OalTax;

= clockRate — takToBast yacrora B Kuiorepax;

» deviceOverlap paBHo 1, eciu yCTpOMCTBO MOXKET OJHOBPEMEHHO KOIMPOBAThH Ia-
MSITh MEXKTy XOCTOM M YCTPOMCTBOM BO BpeMs BBITIOHEHUS sapa, wiu 0, eClii HeT;

» multiProcessorCount — 4uci0 MyJIBTHIIPOIIECCOPOB HA YCTPOMCTBE;
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= kernelExecTimeoutEnabled paBrHo 1, eciu cymiecTByeT OrpaHUYCHHE BPEMCHH
BBITIOJIHEHHUSI JUIS SI7ICP, BHITIOJTHEHHBIX HA yCTPOUCTBE, Wi (), €Cliu HeT.

* integrated paBeH 1, ecim yCTPOMCTBO SBJISCTCS HHTETPUPOBAHHBIM (MaTEpHHCKAS
iata) GPU u 0, eciu OHO SIBIS€TCS JUCKPETHBIM.

= canMapHostMemory paBho 1, eciu ycTpoiCTBO MOXET OTOOpa)KaTh MaMsTh XO-
crta B aapecnoe npoctpanctBo CUDA mns mcmonb3oBanms ¢ cudaHostAlloc() /
cudaHostGetDevicePointer(), wiu 0, eciiu HET;

= concurrentKernels paBuo 1, eciu ycTpOHCTBO MHOJACPKUBACT BBIMOJHCHHE HeE-
CKOJIBKHX SIJIEp B TOM K€ KOHTEKCTE OJTHOBPEMEHHO, Wi (), €CII HET.

[TpuBenem npumep ucnonszoBanus Gynkiu cudaGetDeviceProperties:

cudaDeviceProp deviceProp;

cudaGetDeviceProperties (&deviceProp, 0);//omnpeneneHue
napamMeTrpoB GPU c¢ Homepom O

printf ("Device name : %$s\n", deviceProp.name);

printf ("Total global memory : %$d MB\n", de-
viceProp.totalGlobalMem / 1024 / 1024);

printf ("Shared memory per block : %d\n", de-
viceProp.sharedMemPerBlock) ;

printf ("Registers per block : %d\n", de-

viceProp.regsPerBlock) ;

printf ("Warp size : %d\n", deviceProp.warpSize);
printf ("Memory pitch : %d\n", deviceProp.memPitch);

printf ("Max threads per block : %d\n", de-
viceProp.maxThreadsPerBlock) ;

printf ("Max threads dimensions : x = %d, y = %d, z =
%$d\n", deviceProp.maxThreadsDim[0], de-
viceProp.maxThreadsDim[1], de-
viceProp.maxThreadsDim[2]) ;

printf ("Max grid size: x = %d, y = %d, z = %d\n", de-
viceProp.maxGridSize[0], deviceProp.maxGridSizel[l],
deviceProp.maxGridSizel[2]);

printf ("Clock rate: %d\n", deviceProp.clockRate);
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printf ("Total constant memory:

viceProp.totalConstMem) ;

printf ("Compute capability:

$d\n",

$d.%d\n",

viceProp.major, deviceProp.minor);

printf ("Texture alignment:

viceProp.textureAlignment) ;

printf ("Device overlap:

viceProp.deviceOverlap) ;

printf ("Multiprocessor count:

sd\n",

sd\n",

viceProp.multiProcessorCount) ;

de-

$d\n",

de-

de-

de-

de-

printf ("Kernel execution timeout enabled:

viceProp.kernelExecTimeoutEnabled ?

"false");

scanf ("");

ITocMoTpuM, 4TO BBIIAIA TPOTPAMMA!

Device name GeForce 940M

Total global memory

Registers per block : 65536
Warp size : 32

Memory pitch 2147483647
Max threads per block : 1024

Max threads dimensions : xX =

Max grid size: x = 2147483647,

Clock rate: 1176000

Total constant memory: 65536
Compute capability: 5.0
Texture alignment: 512
Device overlap: 1

Multiprocessor count: 3

Kernel execution timeout enabled:

2048 MB
Shared memory per block : 49152

1024,
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Tax:xe BaKHBIM MOMEHTOM SIBJISIETCS. U ONnpcACICHNUC BEPCHUU BUACOKAPTHI.

Crnenyromuii Ko BRIBOJAUT MPOU3BOAUTEILHOCTD BUICOKAPTHI

cudaDeviceProp deviceProp;
cudaGetDeviceProperties (&deviceProp, 0);

printf ("Device has Compute Capability %d.%d\n", de-

viceProp.major, deviceProp.minor);

KoHTpoJibHBIE BOIIPOCHI
1. Kakue ocHoBHbIe yactu cogepxut CUDA-nporpamma?
2. Uto Takoe sampo? Omnuimmre BCe BO3MOXHBIE crienu(UKaTopsl (QyHKIUH
Y TIapaMeTpHl spa.
3. Kak opranuzoBana uepapxust uureit B CUDA?
4. Kakue THUIIbI CHHXPOHU3ALMH IOTOKOB CYIIECTBYIOT?

5. Yto Takoe Bapm?

JlabopaTopHas padora
1. Onpenenure XapakKTEPUCTUKH UCIIOIB3YEMOU BUICOKAPTHI: Yuciio SM, 00b-
€M TaMsITH, YaCTOTy paOOThl BUACOMPOILIECCOPOB U MaMSTU, ITUPUHY TMOJOCHI MPO-

ITyCKaHU:A ITaMATH. CI[GJ'IaI\/JITG BBIBOJbI O IIPONU3BOJUTCIIbBHOCTHU BHUACOKAPTHI.
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I'naBa 2. Paciiupenue sa3pika CUDA C

B 371011 r11aBe Mbl y3HaeM, KaKue pacliupeHus MMOIY4YrI 361K IPOrPaMMHPOBA-
Hust C/C++ nns HanmcaHusl Koja mporpamm, peanunsyembix Ha GPU, u nanumem

CBOIO MIEPBYIO IPOrPaAMMY.

Jns mporpammupoBaanst Ha CUDA mpenycMOTpeHbl CelnaibHbIe paciiipe-
Hus s3bika C/C++. OHM COCTOSAT U3:

* cnenupuKaTopoB (QYHKIMM, ONpEeAesiomnX, OTKyAa MPOUCXOIUT BHI3OB
(YHKIMI U T7Ie OHU UCTIOJHSIOTCS;

" crneur(uKaTopoB NEPEMEHHBIX, 3a/1al0LIUX TUI MaMSTH, BBLAEIAEMON MOx
3THU NIEPEMEHHBIE;

" BCTPOCHHBIX BEKTOPHBIX THUIIOB;

" BCTPOCHHBIX MEPEMEHHBIX IS 3aJaHusl pa3Mepa CETKU W OJIOKa, a TakxkKe
JUIA MHACKCAIIMN HUTEH BHYTpHU OJI0Ka 1 OJIOKOB BHYTPHU CETKHU;

" CHEeHUaJIbHBIX JUPEKTHUB BHI30BA A/Ipa, 3aJA0IIUX HEPAPXUIO HUTEH.

Jlanee moapoOHO pacCMOTPUM KaXKJ10€ M3 3THX PACHIMPEHMM, HO CHadaia Ja-

BaiiTe HAIMMIIEM CBOIO nepByto mporpammy Ha CUDA.

IlepBas nporpamMmma

B nro6om yue6HOM mocoOuu mepBasi mporpamMma, KOTOPYHO TpeaararoT Bam
HamucaTh — 3TO MporpaMmma, BbiBoAsIIas Ha koHcoib «Hello, world!». [lannas mpo-

rpaMMa Ha S3bIKe TporpaMmMupoBanusi C++ BRITIISAUT CISAYIOIINM 00pa3oMm:

#include "cuda runtime.h"
#include "device launch parameters.h"
#include <stdio.h>

__global  wvoid HelloWorld()
{
printf ("Hello world, %d, %d\n", blockIdx.x,
threadIdx.x) ;
}
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int main ()

{
HelloWorld << <1, 1 >> >();

// oxupmaeM HaxaTmusa JIoOOM KJlaBUIM
getchar () ;
return 0;

[TepBrie nBE cTpOoKM B Iporpamme (1Ba # include) He oOs3aTenbHBL. B cpene
Visual Studio oHr OIKITIOYAIOTCS TI0 YMOTYAHHIO.

B ornmuue ot ¢aiiioB ¢ mporpaMMaMu Ha si3bIke MporpammupoBaHus C++,
UMEIOIIUX paclIupeHus .cpp, (pailyibl ¢ mporpaMMaMu, KOTOPbIE UCTOJIb3YIOT TEXHO-

noruto CUDA, 10mKHBI UMETh PACIIUPEHUE .CU.

Cneundukaropnl GyHKIUI U epeMEeHHbIX

B pacmmpennn s3pika C/C++ ucnons3yior Tpu crieiudukaropa GyHKIHH, KO-

TOpPBIE OMPEIEIISIOT, OTKY1a ()YHKIIMU BBI3BIBAIOTCS | TJI€ BBITOIHSIOTCS (Tabm. 3).

Tabnuya 3
Crnemudukarops! pyrkmmii B CUDA

Cneundukarop | @yHkuus BoinoyHsgeTcss Ha | DyHKIMS BBI3BIBACTCS U3

__global device (GPU) host (CPU)
__device device (GPU) device (CPU)
__host__ host (CPU) host (CPU)

Crnerudurarop _ global _ ompenensier sapo, u cooTBeTCTBYIOMIAS (YHKIIHS
nospkHa Bo3BpamaTh Tum Void. [Ipu Bei3oBe siipa 005A3aTelIbHO yKa3bIBaeTCsl KOH(U-
rypamus BbI30Ba.

Ha ¢ynkiuu, wucnonnsemple Ha ycTpoiictBe (GPU) (cmeuudukatopbl
__global _m__device ), HaknaapIiBaloTCs CIICIYIONIME OTPAaHUYCHUS:

" HE NOAAECPKUBACTCS PEKYPCHS;
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" He MOJIePKUBAIOTCs StatiC mepeMeHHbIe BHYTPH (DYHKIIHIA,

" HE MOJJICPKUBACTCS IEPEMEHHOE YHCIIO apTyMEHTOB.

Crenudukaropel __host  u _ device_ MOXHO HCHOJB30BaTh COBMECTHO,
3TO O3HAYaeT, YTO JaHHAs (YHKIUS MOXET BBITIOJNHATHCSA KaK Ha YCTPOHCTBE, Tak
u Ha xocte. Cnienngukaropsl ___global _ u __host  He MoryTt ObITh UCIOB30BaHBI
COBMECTHO.

Anpec QyHKIMH, TOMEUECHHOM crierupukaropoM  deviCe_ , Helb3sl HCIOb-
30BaTh B KaYCCTBE yKa3aTels Ha pyHkiuio, a  global  — moxHoO.

Jlist pasMernieHnst mepeMeHHbIX B mamsaTu ycrpoiictBa (GPU) ucnonb3yroTcs
crenyromue cnenudukaTopel:  device ,  shared ,  constant . lIx ocHOBHBbIE

CBOMCTBA yKa3aHbl B Ta0I. 4.

Tabnuuya 4
Crnenugukarops! nepemenusix B CUDA

Cneundukarop [Tamsars GPU Oo6nactb Bpewms xu3zaun
BUAMMOCTH
__device__ riodanpHas cetka (grid) nporpaMmma
__Shared__ paszernseMast ook (block) 010K
__constant__ KOHCTaHTHasI cetka (grid) nporpamma
Ha wucmosnb30BaHMEe  BBEACHHBIX  MEPEMEHHBIX  HAKJIAJBIBACTCS P

OTPaHUYCHHUI:

" COOTBETCTBYIOINHC IECPEMECHHBIC MOT'YT OBITE OOBSBIICHBI TOJIBKO B npeac-

Jax oAHOro (paityia, To €CTb OHU HE MOTYT OBITh TTIOMEUEHBI KBalM(UKaTopoMm eXtern;

" 71 3allUCH B MEPEMEHHYI0, IOMEUECHHYIO Kak __constant |, moymkHbI uc-

nosib3oBaThes cnenuaibabie CUDA dynkimy;

* nepemeHHas _ Shared  He MoXkeT ObITh MPOMHUIIUAIU3UPOBAHA TPU 00b-

SIBIICHUMU;

" yKa3aHHbIE CEU(UKATOPHI HE MOTYT MPUMEHSATHCS K MOJISIM CTPYKTYPHI.
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BCTpOCHHBle THIIBI JaAHHBIX U BCTPOCHHLIEC NIEPEMECHHDBIC

B CUDA noGapnensr 1/2/3/4-mepHble BEKTOpHI, 00pa3oBaHHbIC M3 0a30BBIX

TUoB s3bika C:

charl, wucharl, char?2, uchar?2, char3, wuchar3, char4,
ucharéd;

shortl, wushortl, short2, ushort?2, short3, ushort3,
short4, ushort4;

intl, uintl, int2, uint2, int3, uint3, int4, uinté4;

longl, wulongl, long2, ulong?2, long3, ulong3, long4,
ulong4;

floatl, float2, float3, floati4;

doublel, double?.

OO6patieHue kK KOMIOHEHTaM BEKTOpa OCYLIECTBIISIETCS 110 HA3BaHUSIM U3MEpe-
HUM: X, Y, Z 1 W, HATPUMED,

uint4 vec;

int x = vec.x;

JI7 3TOro TUIa MaHHBIX HE MPEAYCMOTPEHBI MPUBBIYHBIE BEKTOPHBIE ONEpa-
LMY, HAIIpUMED, HEJIb3s CJIIOKUTH JIBa TAKMX BEKTOpA C MOMOILIBIO omeparopa «+t»,
HEOOXOJMMO HCIIOJIb30BaTh ITOKOMIIOHCHTHOE CIIOXKEeHHE. {71 3amanus 3HaUCHUM Ta-
KHX IIEPEMEHHBIX MPEAYCMOTpEH orepatop make <typename>, Hampumep,

int2 vec = make int2(2,5); // co3maeM BeKTOpP C KOOpP-
ouHaTaMmm (2, 5)

I 3amanus pasmepnoctn B CUDA no6Gapiien cnernuanbhbii tam dim3.
OH OCHOBaH Ha THITe JAaHHBIX UINt3, HO JOMOJHUTEIILHO CHA0XKEH KOHCTPYKTOPOM,
KOTOPBIM 3aIIOJIHSIET BCE HE YKa3aHHbIE KOMIIOHEHTHI BEKTOPA €IMHULIAMM:

dim3 Dblock (16,16); // co3manu TPEexXMEPHHN BEKTOP
c koMmroHeHTamm (16,16,1)

VYka3zaHHBIM TUN JTaHHBIX yJAOOHO HMCIOJIH30BaTh MPU 3aJaHUU CETKHU IS 3a-

ITyCKa OCHOBHBIX BBIYHCIMUTCIBbHBIX AJCP.
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Jliist TOro, 94ToOBI PO MOTIIO OJHO3HAYHO ONPEACTUTh HOMEP HHTH U, COOT-
BETCTBEHHO, HOMEp JJIeMeHTa MaccuBa JaHHBIX g oopadotku B CUDA mpeny-
cMOTpeHbl BecTpoeHHble nepeMenHble threadldx u blockldx tunma dim3. Kaxnas us
ITHX MEPEMEHHBIX SIBISICTCS TPEXMEPHBIM IIEJIOUMCIICHHBIM BeKTOpOM. Pa3meps! cerT-
ku (Qrid) MoryT OBITh IOJyUYEHBI SIAPOM Yepe3 BCTPOCHHBIC mepeMenHbie blockDim
u gridDim Taxxe tuma dim3.

Paccmorpum oToOpaskeHHe JIOKAITBPHOTO HOMEpa HUTH M JIOKAJTLHOTO HOMEpa

010Ka B riao0anbHbI HOMEp HUTH. CXEMaTUYHO 3TO OTOOpa)KEHHE MPECTABICHO Ha

puc. 6.
Grid blockDim.x = 4
Block O Block 1 Block 2 blockldx.x
o 1| 2| 3 0|12 3 ol 11213 threadldx.x
01 2 3 4 5 6 7 8 9 10 11 I'moGanbHbi 1dX

Puc. 6. OToOpaskeHnne JJOKAJIbHBIX HHAEKCOB HUTEH B I100ajIbHbIE
3Hast HOMEp HUTHU BHYTpU OJI0Ka M HOMEp OJIOKa BHYTPH CETKH, a TaKXKe pas-
MEPHOCTh CETKH, MOKHO BBIUHUCIUTD II100aJIbHBIA UHJIEKC HUTHU:

Idx = blockIdx.x * blockDim.x + threadIdx.x

Jlnst momydenus rio0abHOTO WHJIEKCAa HUTH B CIydae ABYMEPHBIX U TpeXMep-
HBIX CETOK CHayajaa PEKOMEHYeTCs HAWTH MHJECKC HUTH OTHOCUTEIBHO Ka)KJI0ro U3

W3MEpPECHUM:
Idx = blockIdx.x * blockDim.x + threadIdx.x
Idy = blockIdx.y * blockDim.y + threadIdx.y

Jlns iByMepHOTo MaccuBa JaHHbIX pasMepa (DimX, DimY) rimoOanbHbli WH-

JICKC HUTH BBIYUCISIETCS 110 hopmydie (M. puc.7):

Idx = Idx + Idy * DimX
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0 | 2 blockld.x
01112101112]0]1]2 threadld.x
0111213141516 |71|8 Idx blockldx.x*blockDim.x+threadldx.x
D1Of0D 1
1141 11 11=(0%*3+2)+(0*3+1) =9
2|2 24 24=(2%3+0)+(0%3+2) =9
013 30 30=(1%3+0)+(1%3+0) =9
1|4
2195
2 16
117 (Fp
218 S0 80=(2=3+2)+(2%3+2) =9
Idy
threadldx.y Id=Idx+Idy=*9

dx

D1l0CKlidX.Y

Puc. 7. Boruuciaenue riio6ajJbHOr0 HOMepa HUTH Il IByMEPHOH CEeTKH

MakcuManbHOE YUCIO0 HUTEH B OJHOM OJIOKE OTPAaHMYEHO, TaK KaK BCE OHHU
pacrosaratoTcsi Ha OJJHOM IOTOKOBOM IPOILIECCOPE U BBIHYKIEHBI J€IUTh MEXKIY CO-
00l orpaHMYEeHHOE KOJMYECTBO pecypcoB. Kak mpaBuio, ynuciao HUTEH B OJOKE MO-
xeT aocturath 512 unu 1024 B 3aBUCUMOCTH OT apXUTEKTYphl ycTpoiicTBa. OHAKO
BBIYHUCIUTEIHHOE PO MOXKET OBITh 3aIyIIEHO OJJHOBPEMEHHO Ha OOJIBIIIOM KOJHYe-
CTBE OJIOKOB, MMOATOMY 00111€€ KOJMYECTBO HUTEN PABHO MPOU3BENCHUIO YK CIIa HUTEU

B OJTHOM OJIOKE Ha KOJINYECTBO OJIOKOB.

JlUpeKTUBBI BHI30BA s1/Ipa

Kak mb1 yxe Bugenu, jis 3amycka sjapa Ha GPU B mpocreiiiiem ciydae uc-
MOJIB3YETCsI KOHCTPYKIIHS BUJIA:

kernel<<<GridDim, BlockDim>>> (args) ;

3nech kernel — wnasBanme coorBerctBytomiei  global  dynkmuum sapa,
a GridDim u BlockDim — nepemennbie Tuna dim3, 3agaroiire pa3MEpHOCTh CETKH
1 OJIOKOB BHYTPH CETKH.

PasmepHOCTh ceTku (B 0J0Kax) ¥ pa3MEpPHOCTh OJIOKOB (B HUTSIX) MOXHO 3a-
JaTh JIBYMSI CIIOCO0AMU:

dim3 grid, block;

grid.x = 2; grid.y = 4;
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block.x = 8; block.y = 16;

15810

dim3 grid(2, 4);

dim3 block (8,16);

Yepe3 args o003HAYEHBI apTyMEHTHI (DYHKIIMH s/Ipa, UX MOXKET OBbITh He-
CKOJIBKO. PaccMoTpuM crienyromuii mpumep:

kernel<<<dim3 (n/256), dim3(16,16)>>>(n, a);

B aToM mpumepe npoucxoaut BeI30B (hyHKIMU sipa Kernel mapaienbHo Ha N
HUTAX (N TEJIOYUCICHHO JeNUTCs Ha 256), TOTOMY YTO KOJIMYECTBO HUTEH B OJTHOM
Osoke paBHO 16*¥16=256 (1ByMepHBIN 0JIOK), a KOJMYECTBO OJIOKOB B CETKE PaBHO
n/256 (omHOMEpHAS ceTKa 0JIOKOB), TAKMM 00pa3oM, 00IIee KOJTHISCTBO HUTEH paBHO
n. B kadecTBe apryMeHTOB (DYHKITUH TIEpEIatOTCs IBa MMapaMerpa — a u N.

B nmpumepe HImke npuBeneH (pparMeHT KoAa MpoTrpaMMBbl, YBEIIMYHUBAIOIIHA BCE
3JIEMEHTHI MacCHBa Ha 3aJaHHoe uncio b, B peanusanuu mis CPU u GPU:

CPU:

float *data;

float b;
// .. BHIOEJIEHME I[aMATM I[IO0I yKas3aTeJlb UM MHMLMAJIM3aLMa
3HAUESHUM

for (int i=0; i<n; 1i++)

datal[l] = datali] + b;

GPU:

__global  wvoid kernel (float *data, float Db) {
int idx = blockIdx.x * blockDim.x + threadIdx.x;
datal[i] = datal[i] + Db;
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KoHTpoJibHBIE BONIPOCHI

1. Iepuncnure pacumpenus s3pika CUDA C.

2. Kak MO>KHO BBIYUCIIUTH TJI00QJIBHBIA HOMEp HUTH JJIS TPEXMEPHOT'O MacCH-
Ba pasmepa (DimX, DimY, DimZ)?

3. Kakue mapameTpsl 3a1a10TCsI IPU BBI3OBE sA1pa?

4. HazoBute crienudukaTopbl nepeMeHHbIX U ¢pynkiui B CUDA.

JlabopaTopHas padora

1. Hamummre ¢ynkuuto «Hello World» ¢ pa3nuyabiME BO3MOXKHBIMU CIICIIH-
(ukaropamu.

2. PeaHH3YﬁT€ AAPO, YBCIMYINBAOIICC 3JICMCHTBI IBYMCPHOI'O MaCCHBA Ha ABA.
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I'naBa 3. Oco0ennocTu Hanmucanus nporpamm Ha CUDA

Teneps, korj1a Mbl TO3HAKOMUIUCH ¢ 0a30BbiMU MoHATHAMU CUDA u Hanmca-
JIM CBOIO MEPBYIO MPOTpaMMy, MEPeHieM K U3yUYEHHUIO OCHOB PabOThI ¢ MaMATHIO Ha
yCTpPOMCTBE, y3HaeM, KakuM o00pa3oM ocymecTBisieTrcss B3aumoneinctsue CPU
u GPU, kak oTcleXruBaroTcs OIMMOKH, KOTOpbIe HEM30€KHO BO3HUKAIOT IIPH HAIKCa-
HUU KOJa U, HAKOHEIl, y3HaeM O CIOCc00axX CHHXPOHU3AIMU HHUTEH, MPeyCMOTPEH-
Heix B CUDA. Taxke HamuIiiem emie oJHy THnu4Hyto nporpammy mis GPU — cro-

JKCHHC JIBYX BCKTOPOB.

Pa0oTa ¢ namMATbIO
[Tamate Ha ycTpoiicTBe BblaensieTcss u ocBoOoxaaercs CPU ¢ momoimpio cre-
nyromux GyHKIui (Tadm. 5).
Tabauya 5

CUDA (dyHKIMu 171 BBIJCICHHSI, KOTTMPOBAHUS U OCBOOOXAeHMs amsiti Ha GPU

Ha3zna4yenue Cunrakcuc pyHKuuu
GyHkuun

Brinenenne cudaMalloc( void **devPtr, size_t size);
IIaMsATH

OcBoboxxaenue | cudaFree( void **devPtr);

aMsITH
cudaMemcpy( void *dst, const void *src, size t size, enum
cudaMemcpyKind kind)
B kadectBe mapamertpa Kind, 3amaroriero HampaBlieHHE KO-
KomupoBanue .
NUPOBaHMsS, MOTYT BhIcTynath. cudamemcpyHostToDevice (¢ xo-
JTAaHHBIX

cTa Ha ycTpoicTBo), cudamemcpyDeviceToHost (¢ ycrpoiicTBa Ha
xoct), cudamemcpyDeviceToDevice (¢ ycrpoiictBa Ha yCTpOii-

cTBO), cudamemcpyHostToHost (¢ xocta Ha XOCT).
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[IpocToii mpumep padbOThl QPyHKIMI BBIACICHUS, KONUPOBAHUS U OCBOOOXK/IE-

HUA IIAMATH IPUBEJICH HUXKE.

float *h a, *h b; // host
float *d a, *d b; // device
int n = 1024;

int data sz = n*sizeof (float);

/ /BeimesieHne namartm Ha CPU:
h a = (float *)malloc(data sz);
h b = (float *)malloc(data sz);

/ /BoimesieHue naMatm Ha GPU:
cudaMalloc ((void **) &d a, data sz);
cudaMalloc ((void **) &d b, data sz);

/ /VHMUManm3auma mMaccmuBa Ha CPU:
for (int i=0; i<n; i++)
h afi] = 10.f + i;

//KonupoBahume Maccupa a Ha GPU:
cudaMemcpy (d _a, h a, data sz, cudaMemcpyHostToDe-
vice) ;

//KomupoBaHue maccuBa b Ha GPU:
cudaMemcpy (d b, d a, data sz, cudaMemcpyDeviceToDe-
vice);

//KomupoBauve maccuBa b Ha CPU:
cudaMemcpy (h b, d b, data sz,
cudaMemcpyDeviceToHost) ;

//CpaBHEeHMe pes3yJbLTaTOB:
for (int i=0; i<n; i++)
assert(h af[i] == h b[i]);

//OcBoboxneHmue namMaTu Ha CPU m GPU:
free(h a);
free(h b);
cudaFree (d_
cudaFree (d_

) ;

a
b)

30



Cioxxenne ABYX BEKTOPOB

PaccmoTpum npumep cioxeHus 18yx BekTopoB Ha GPU:

__global  void sumKernel (float * a, float * b, float
* )

{

// TJOBAJIbHBI MHIEKC HUTU

int 1 = threadIdx.x + blockIdx.x * blockDim.x;
c[i] = ali] + b[i];

}

void sum(float * a, float * b, float * c, int n)
{

int data sz = n * sizeof (float);

float * d a;

float * d b;

float * d c;

// BbOesieHue namaTu B GPU

cudaMalloc ( (void**) &d a,data sz);
cudaMalloc ( (void**) &d b,data sz);
cudaMalloc ( (void**) &d c,data sz);

//KonupoBaHmMe naHHEIX M3 namsatu CPU B namsare GPU
cudaMemcpy (d a,a,data sz, cudaMemcpyHostToDevice) ;
cudaMemcpy (d b, b,data sz, cudaMemcpyHostToDevice) ;

//BEI30B ganpa nJjsg o0pa®oTKM DaHHBIX
sumKernel <<<dim3(512),dim3(n/512)>>>(d_a,d_b,d_c);

//KonupoBaHmMe pes3yJIbTaToB B namsaTs CPU
cudaMemcpy (c,d c,data sz, cudaMemcpyDeviceToHost) ;

//ocBoBoXxOeHue naMaTu
cudaFree (d _a);
cudaFree (d b);
cudaFree (d c);

}

IlepBas ¢ynkuus sumKernel() siBasieTcs sapOM, BBITOJHSIOUIUM CIOXEHUE
BekTopoB. Crnenudukarop  global  ykassiBaeT Ha TO, 4TO (DYHKIIHS BBI3bI-

Baetcs u3 CPU u Boimosnsiercs Ha GPU. Sapo npu momMoniy BCTPOCHHBIX Iie-
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PEMCHHBIX BBIYHCJIIACT r100aJbHBIN HWHJACKC HUTH, AJII KOTOPOT'O BBIIIOJIHACTCA

CJIOEHUE, U CYMMHUPYET COOTBETCTBYIOIIKE 3JIeMEeHThl. DyHKiMs sum() BbI-

nensiet namath Ha GPU, konupyet BXxoanble naHHble u3 namsatu Ha CPU B na-

Mate GPU, Be3biBaeT siapo sumKernel(), konupyer pe3ynbrat 0OpaTHO B Ta-

MaATh CPU 1 0cB0OOX1aeT BBIJICICHHYIO MTaMSTh.

Tunuunasi crpykrypa CUDA nporpamMmbl

B mpuBeneHHOM BBIIIE MPUMEpPE XOPONIO MOKa3aHbl 3Tambl BeizoBa CUDA

dbynknuii. Kak npasuno, tunuunas crpykrypa CUDA mporpamMmbel umeeTr cieayro-

J000%0%:3701

l.
2.

OObsBiIeHNE TT00ATBHBIX TEPEMEHHBIX;
Onucanue NpoTOTUTIOB (YHKIIHIA:

__global__ void kernel();

. @ynkius main():

Pa3memenne namsitu Ha ycrpoiictBe cudaMalloc();

[lepenaua naHHbIX ¢ npoleccopa Ha ycTporctBo cudaMemcpy();
Omnpenenenre napamMeTpoB 3ammycka sapa;

Bei3os saapa kernel<<<block, thread>>>();

[Tepemada pe3ynbTaToB ¢ ycTpoicTBa Ha miporeccop cudaMemcpy();

I[OHOJ'IHI/ITCJ'IBHO: CpaBHCHHC PC3YJIbTATOB pacCdCTa Ha IIPOUCCCOPC

U YCTPOWCTBE;

4. Simpo __global __ void kernel():

Oo0mwsBrnenune nepemennsix local, shared,;

Cunxponusarus __ syncthreads().

O06paboTKa 01INOOK

[Tocne Beimosnenuss Gynkuuiit Ha GPU, oHuM BO3BpallarOT 3HAYEHUS THUIA

cudaError t. ®yHKIMH, ycHenHO oTpabOTaBIINE Ha JieBaiice, BO3BpAIAlOT 3HAUYCHHE

cudaSuccess, B IPOTUBHOM CiTy4yae BO3BpauaeTcs Ko omunoku. Tabnuma?
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Ha3znayenue pyHKkuumn Cunrakcuc pyHKkumnu

BosBpaiaer onucanue ommoku ]
cudaGetErrorString(cudaError_t error);
B BUJC CTPOKHU

BosBpamiaer koj mocinennei ommoku | cudaGetLastError();

OCHOBHBIE BBIBOJIBI OTBETA P 00pabOTKE OIINOOK:

1) cudaSuccess — mpu yaauHOM BBITIOJIHEHUH;

2) cudaErrorMemoryAllocation — npu ommOKe BhIICICHHS TAMSTH;

3) cudaErrorinvalidValue — HeBepHble mapameTpbl apryMmeHTa (Hampumep,
pa3Mep KOIMPOBaHUsI OTPHUIIATEIICH);

4) cudaErrorinvalidDevicePointer ~ —  HeBepHBIH  yKasaTelb  MaMSATH
B BHJICOKAPTE;

5) cudaErrorinvalidMemcpyDirection — HeBepHOe HampaBiieHHe (HAIpUMED,
HepenyTad HCTOYHHK ¥ MECTO Ha3HAYEHHUS KOITUPOBAHUS);

6) cudaErrorlinitializationError — omrOka HHAIIHATH3AIINN;

7) cudaErrorPriorLaunchFailure — ommbka mpu npeabIAyIIeM acHHXPOHHOM
3ammycke (QyHKIuH,;

8) cudaErrorinvalidResourceHandle — meBepHBIit 00pabOTYMK COOBITHSI.

[IpuBenem npumep ucnonb3zoBanusd Qpyukuu cudaGetLastError().

cudaError t err = cudaGetLastError();
if (err != cudaSuccess) printf("%s ", cudaGetError-

String(err));

31ech IPOBEPSETCS, €CTh JIM OIMOKA Y MOCeIHe KOMaH/Ibl, BBRITIOJITHCHHOW Ha

neBaﬁce. Ecnm ommoOka CCTb, TO BBIBOIUTC €C OITMCAHUC.

3amep BpeMeHH padoThl YACTH KOAA NMPOIrPAMMBbI
OnHUM K3 BaXXHBIX [TApaMETPOB IIPU HAIMCAHUH IPOrPAMMBI SIBIISETCS BpeMS,
3aTpayeHHOE Ha €€ BhIINOIHEHUE. /sl 3amepa BpEMEHH BBINIOJIHEHHs ONEpalvil Ha
CPU ecTp MHOXECTBO BO3MOKHOCTEH. JlJi1 TOro, 4ToObl 3aMEPUTH BPEMS, KOTOPOE

OBLJIO 3aTpadyeHO Ha BbIMONHEHHE BhuncieHnid Ha GPU, MOXXHO BOCIOJIB30BaTHCA
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mexaam3MoM coOwitrii (CUDA events). CobsiTre — 310 00BekT THHA cudaEvent t,
UCIIOJIb3YEeMBIH SISl 0003HAYCHUS «TOYKIM» cpeibl Bhi3oBoB CUDA.
[IpuBenem mpumep GpparMeHTa Koja, 3aMepsIOIIero BpeMs BBITIOJIHCHUS sIpa

na GPU:

// MHULMAIVU3UPYyEeM COOBITUS
cudaEvent t start, stop;
float elapsedTime;

// cosmaeM COOBITHUS
cudakEventCreate (&start) ;
cudaEventCtreate (&stop) ;

// Banmcb COBBITHUA
cudaEventRecord(start, 0);

// BEIBOB dmpa
cudaEventRecord (stop, 0) ;

// oXxXumaHue sBaBepleHrs pad®oTe gripa
cudaEventSynchronize (stop) ;
cudakEventElapsedTime (&elapsedTime, start, stop);

// BBEIBOI MHOOPMALIUN

Q

printf ("Time spent executing by the GPU: %.2f
millseconds\n", elapsedTime) ;

// YHUYTOXEHME COOEITUA
cudaEventDestroy (start) ;
cudaEventDestroy (stop) ;

CunxpoHu3zauus
Jis cunxponuzauuu tekymeid Hutu Ha CPU ¢ GPU ucnonb3yercs QyHKIMSA
cudaThreadSynchronize(), xoTopas HOXHIAETCS 3aBEPIICHUS BBITIOJHCHHS BCEX
onepaunii CUDA, panee BbI3BaHHBIX ¢ pgaHHo Hutu CPU. ®yukuus CPU

cudaDeviceSynchronize() 6nokupyet BeinosHnenue koaa CPU, noka Bce GPU smpa
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HE BBINOJMHEHBI. /{7151 CHHXpOHM3AIMK BCEX HUTEH B OJTHOM U TOM e OJIOKE MCIOIb-
3yercst ¢ynkiusa  syncthreads(), koTopass GJIOKHPYET BBI3BIBAIOIINE HUTH JI0 TEX
nop, MoKa Bce HUTH OJIoKa HE BOUAYT B ATy ¢yHKUHUIO. [Tpn nmomoiu 3Toi pyHKUIMN
MOKHO OpraHM30BaTh Oapbepbl BHYTPH SApa, TapaHTHPYIOIIME, YTO €CIU XOTs Obl
OJIHAa HUTH TpOIIJIa TaKoi Oapsep, TO HE OCTAJIOCh HU OJHOM 3a OaphepoM (He mpo-

nresiei ero). Takas CHHXpOHHU3AIUs Ha3bIBacTCs OapbepHOi (pHc. 8).

----- > syncthreads |---> syncthreads }---» syncthreads }--->

L] R

Puc. 8. bapbepHasi cuHXpoHHM3aUMs

HexenatenbHO pa3melnath 3Ty KOMaHIy BHYTPH YCJIOBHOTo omepatopa if,
a TaKXe cienyeT o0ecrneynBaTh O€3yCIOBHBIA BBHI30B 3TOM (YHKIIMU BCEMH MOTOKa-
MU OJ10Ka.
Brimumem octranbHbie «O0aphepHBbIC KOMAHIBI):
= _ threadfence_block() 3acraBnsier *naTh BBI3BaBIIMI €€ MOTOK, MOKa BCE
COBEPIIICHHBIE OTEpalud JOCTYMa K pa3fesieMod W TI00ambHON TaMsATH
3aBEPIIATCSA U CTAHYT BUIHBI TOTOKAM 3TOTO OJI0Ka.
= _ threadfence() 3acraBmser >xaaTh BbI3BaBIIMK €€ IMIOTOK, IIOKa BCE
COBEPIIICHHBIE OIEpallid JOCTyINa K pas3ieiseMOd NaMsATH CTaHyT BUIHBI
MOTOKaM 3TOro 0JI0Ka, a oneparuu ¢ rao0aasHOM MaMsIThI0 — BCEM IMMOTOKaM Ha
JieBaiice.
= _ threadfence system() momoO6ma _ threadfence(), HO  BKJIIOYaeT
cuHxpoHu3anuio ¢ norokamu Ha CPU («xocTey»), Mpu MCHOIb30BaHUU page-

locked mamsaru.
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KoHTpoJibHBIE BONIPOCHI

1. [lepeuncnuTe BUIBI CHHXPOHU3AINU.
2. Kakue ocHOBHBIC OIIMOKU BO3HUKAIOT P UcniotHeHUU koja Ha CUDA?

3. Onumure TunuyHyo cTpykrypy CUDA nporpamwmsi.

JlaGoparopHnas padora

1. Beinenure namsTh NOJ JBYMEPHBIM M TPEXMEpPHBI MAacCCHUBBI, 3alOJHUTE
€ro 3HaYEHUsMH U CKOIIUPYMUTE Ha JEBANC.
2. IToctpoiiTe 3aBUCHMOCTb CKOPOCTH KOMHPOBAHUS JAaHHBIX OT oObema st

onHomepHoro maccuBa ¢ CPU na GPU u Hao00poT.

Jomamnss padora

1. U3mepbTe BpeMs BBINOJHEHUS KOJa (PYHKIUU CIIOKEHHS JIBYX BEKTOPOB

¢ momonibio Gynkiuit C u cudaEvent. O0wsicHuTe pazHuly.
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I'naBa 4. Aromapubie onepaunu B CUDA

CUDA s GPU, HaunHasi ¢ TpOM3BOAUTEIBHOCTH 1.1 U BBIIIIE, MOIICPKUBACT
aTOMAapHBIE ONEpalry HaJ TJI00ATBHON U pa3AesiseMOl MaMiThio. ATOMapHOCTh 3a-
KJIFOYAeTCS B TOM, YTO TapaHTHPYETCS KOPPEKTHOCTH BBHITIOJIHCHUS OTIEpaIlid B CITY-

qac, Korga MHOIo HUTEH NBITAIOTCS €€ BHIIOJHUTh OAHOBPEMCHHO.

ATOMapHbIe apu(pMeTHUYECKHE ONepalHH
Haunbosnee yacTo MCHOIB3yEMBIMU aTOMapHBIMUA apu(hMETUUECKHUMH OIlEepallt-
sMu sBystroTes atomicAdd i atomicSub, ciyxainue A yBeIUYEeHUS WIH YMEHbIIIe-
HYSI BEJIMYMHBI Ha 3aJaHHOE 3HadeHue. IIpu 5ToM QyHKIMSA BO3BpaIacT CTapoe 3Ha-
yenue. HyxHo oOpaTuTh BHMMaHue, yTo atomiCAdd moaaepkuBaeT omnepanuud Haj

64-0MTOBBIMHU BCIIMYMHAMHU, HO TOJIBKO PACIIOJIOKCHHBIMU B r100aIbHOM TTAMSTH.

int atomicAdd( int *addr, int wvalue );
unsigned int atomicAdd( unsigned int *addr, unsigned

int wvalue );

unsigned long long atomicAdd (unsigned long long
*addr, unsigned 1long long value );

int atomicSub( int *addr, int wvalue );

unsigned int atomicSub (unsigned int *addr, unsigned

int value );

Oneparnus atomicExch ocymectsisier atromapHbiii 00MeH 3HAUYCHUSAMHU — TIEpe-
JIABa€MOE 3HAUYEHUE 3aMUCBIBAETCA IO YKA3aHHOMY aJIPECy, a MPEAbIIylIee 3HAUCHUE
Bo3Bpaimaercs. [Ipu 3ToM momo0HBI 0OOMEH MPOUCXOAUT KaK OJHA TPAH3AKIIHS, TO
€CTh HU OJIHA HUTh HE MOXET «BKJIMHUTHLCS» MEXIY IaraMu 3Toro oomena. Onepa-
iy Hajg 64-OWTOBBIMH 3HAYCHUSMU MOAACPKUBAIOTCS TONBKO IS TJIOOATBHOU

ITaMATH.
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int atomicExch( int *addr, int wvalue );

unsigned int atomicExch (unsigned int *addr, unsigned

int wvalue );

unsigned long long atomicExch (unsigned long long
*addr, unsigned long long value );

float atomicExch( float *addr, float wvalue );

CJIGI[yIOH_[I/IC ABC OII€pali CPaBHHUBAIOT 3HAYCHHUC 10 aApCECy C MNEPCIaHHbIM
3HAa4YCHUECM, 3aIIMChIBAIOT MI/IHI/IMYM/ MaKCUMyM U3 3THUX ABYX 3HAUCHUH MO 3aJaHHO-
MYy aApeCy U BO3BpAIIAIOT IPCABIAYIICC 3HAUYCHUC, HAXOAUBHICCCA II0 aIpcCCy. Bce

OTH IIarv BBIITOJHAIOTCA aTOMAapHO, KaK OaAHa TPaH3aKIWA.

int atomicMin( int *addr, int value )

~e

unsigned int atomicMin (unsigned int *addr, unsigned

int wvalue );

int atomicMax( int *addr, int wvalue )

~e

unsigned int atomicMax (unsigned int *addr, unsigned

int value );

Omneparust atomMicINC YuTaeT CIOBO MO 3aJaHHOMY aJpeCy M CPAaBHUBACT €ro
C Mepe/laHHbIM 3HaueHueM. Eciu mpounTaHHOE ClI0BO OoJiblle, TO MO aApecy 3amu-
ChIBA€TCS HYJIb, MHAUE 3HAYCHHE IO aJI[peCy YBEINYMBAETCS Ha eauHUIly. Bo3Bpaia-

CTCA CTapOC 3HAUYCHUC.

unsigned int atomicInc (unsigned int *addr, unsigned

int value );

Omneparus atomicDec yutaer cioBO 1O HepeaanHoMy anapecy. Eciu npouu-

TaHHOE 3HAYEHHE PaBHO HYJIIO WIM OOJIbIIE NEPENaHHOIO 3HAUYEHUS, TO 3aIIUCBhIBAET
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10 aApeCy NepCcaAaHHOC 3HAUYCHUC, MTHAYC YMCHBIIACT 3HAYCHUC 110 aApEeCy HA CANHUN-

my. B03BpamaeTc;1 CTapoC 3HAUCHUC.

unsigned int atomicDec (unsigned int *addr, unsigned

int value );

Cnenyromas ¢ynknus (CAS — Compare And Swap) umraer crapoe 32- win
64-OuToBOC 3HAYCHHWE IO TEPEIAHHOMY aapecy W CpPaBHUBAET €ro C IapaMeTpoM
compare. B cimyuyae coBmajeHus MO TEPEAAHHOMY aapecy 3allUChIBACTCS 3HAYCHUE
napamerpa Value, mHaue 3Ha4eHHE 1O a/Ipecy He U3MeHseTcs. Bo3Bpamaercs Bceraa

CTapocC IMPOYUTAHHOC 3HAUCHUC.

int atomicCAS( int *addr, int compare, int value );

unsigned int atomicCAS (unsigned int *addr, unsigned

int compare, unsigned int wvalue );

unsigned long long atomicCAS (unsigned int *addr, un-
signed long long compare, unsigned long long value );

ATOMapHBbIe MOOUTOBbIE ONlEPALIMH
[ToGuTOBBIE aTOMapHBIC OMEPAIIUU YUTAIOT CJIIOBO 10 3aJaHHOMY aJIpecy, MPHU-
MEHSIOT K HEMY 3aJ]laHHYIO0 TTOOMTOBYIO OMEPAIMIO C 3aJaHHBIM MapaMeTPOM U 3aIu-
CBHIBAIOT pe3ysbTaT 0OpaTHO. Bo3Bpamaercs Bceraa ctapoe 3HaueHUe, HaXOAUBIIEECs

0 TepeJaHHOMY aJpecy J0 Havyasa orepaiuu.

int atomicAnd( int *addr, int wvalue );

unsigned int atomicAnd(unsigned int *addr, unsigned

int value );

int atomicOr ( int *addr, int value );
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unsigned int atomicOr (unsigned int *addr, unsigned

int value );
int atomicXor ( int *addr, int wvalue );

unsigned int atomicXor (unsigned int *addr, unsigned
int value );

JlomoHUTEIbHBIE BO3MOkHOCTH Compute Capability 6.x

Hauynnass ¢ npou3BOAMTENHHOCTH 6.X, CYHIECTBYET psiJi HOBBOBEICHUHU.
B wactHOCTH, mpencTaBiieH HOBBIM THUI aTOMapHbBIX onepamui. Hampumep,
atomicAdd system rapaHTHpyeT, YTO HHCTPYKIHS SIBISETCS aTOMAapHON OTHOCH-
tenasHo apyrux CPU u GPU B cucreme. ®ynknus atomicAdd block moapazymenaer,
YTO WHCTPYKITUS SBJISETCS aTOMAPHON TOJBKO C YYETOM aTOMHUCTHKU OT JPYTHUX IO-
TOKOB B 0JfHOM Oyioke moTtoka. B cneayromem mpumepe kak CPU, tak u GPU moryt

dTOMApHO OOHOBJISITH HCJIOYHCIICHHOC 3HAYCHUC I10 aApPCCy addr:

__global void addlO(int *addr) {
// only available on devices with compute
// capability 6.x
atomicAdd system(addr, 10);

void foo ()

{
int *addr;
cudaMallocManaged (&addr, 4);
*addr = 0;
addl0<<<2, 5>>>(addr);
// CPU atomic operation
_sync_fetch and add(addr, 10);

Taxxe B BepCUsAX MPOU3BOJIUTEIBHOCTH 6.X 100aBICHO CIOXKEHUE 64-OUTHBIX

YHUCCII.
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IIpumep UCHOJIB30BAHMS ATOMAPHBIX ONlEPALMH

[TycTh 3amaHa nByMepHas ce€TKa HUTEH, U TpeOyeTcsl COCUUTATh KOJIUYECTBO
HUTEU, UHIEKCHl KOTOPBIX YJIOBIETBOPSIOT HEKOTOPOMY YCIOBHIO. DTy 3a7ady MOXK-
HO peajn30BaTh CICAYIOIIMM CIOCOOOM: KaXKJash HUTh BbI3bIBAET HEKYIO OyJeBy
(GYHKIIMIO, M €CITU pe3yJIbTaT BbI30Ba 3TOM (PyHKIUM paBeH true, 1oOaBisieT eIUHUILY
HEKOM ri100albHON MepeMEHHOM Ies.

[IpuBenem sapo Tako IPOrpaMMmBl.

__global  void Kernel (int * res) {

int i = blockIdx.x * blockDim.x + threadIdx.x;
int 7 = blockIdx.y * blockDim.y + threadIdx.y;

if ( Condition(i, Jj) )// npoBepka ycCJOBUML
{
atomicAdd (res, 1);

3necs Condition (i, 7J)HEKOTOpOE yCIOBHE, HAIPUMED, 1>=7.

KoHTpoJbHBIE BOIPOCHI

1. Yro Takoe atomapHas onepanusi? B uem ee Ki1r04eBO€ OTIMYHUE OT OOBIYHBIX
onepanuii?

2. Kakue aTomapHbIe onepaiyy Bbl 3HaeTe?

JlaGopaTopHnasi pabora

1. Beruncaure npubin3uTENbHOE 3HaU€HUE yucia m MeronoM Moute-Kapio.
[TocTpoiiTe paBHOMepHYIO ceTKy HUTell B kBaapare [0, 1]X[0, 1] u mocuuraiite Ko-
JIMYECTBO HUTEH, KOTOPBIE MONAIN B KPYT C LIEHTPOM B HYJIE U C PaJUyCOM, PAaBHBIM

enunuie. s BEIYMCICHHS CITy4allHOTO YKciia HanmuimTe _device  ¢yHKIuto.
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Jomamnss padora

1. Bei3oB atomapHOil (GYHKIMU B LEJIOM 3aMeJIsieT paboTy MpOrpaMMbl.
Hampumep, eciu oueHb MHOTO HUTEH JOHKHBI JOOABUTH €AMHUILY OJHOW U TOM Ke
MIEPEMEHHOM, TO OHU BCTaHYT B o4Yepeab U OyAyT MPOCTauBaTh, ITOKA BCE IO OYEPEIU
HE BBITIOJHAT 3Ty omnepanuto. OMHUM U3 MOAXO0B IS PEIICHUS dTOM MPOOIEMBI SIB-
JSI€TCA YMEHBIIEHNE KOJIMYECTBA HUTEH, BBI3BIBAIOIIMX aTOMApHYIO OMEpaLNI0. Y Uu-
ThIBasi BBIIIIECKA3aHHOE, MOIyMalTe, KAK MOKHO YMEHBIIIUTh KOJTUYECTBO HUTEH, BbI-
3BIBAIOIIMX aTOMAapHYIO ornepanuio B Meroge Monte-Kapno. OnTumMuszupyinTe Takum
o0pa3oM MporpaMMmy M MOCMOTPUTE, HACKOJIBKO YMEHBIIAETCS BpeMsi €€ paboThl.

Taxxe IMMOCMOTPUTEC, KaK MCHACTCA TOYHOCTDb BBIYHMCIICHHA YMUCJIA TT.
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I'naBa 5. Pa6ora ¢ BekTropamu. Maremarnyeckue GyHKIIMH

B s3pike Cu (B wactHoctH, u B auainekre CUDA C) BekTopsl 00BIYHO Mpe/-
CTaBJISIOTCS MacCHUBaMH, KaK MPaBUJIO, THHAMUYECKUMH (TTAMSATh BBIACISIECTCS C TO-
momieio pyuknuii cemeiictea malloc() u ocBoboxmaercs BeizoBoMm free(), anamorn
B CUDA cm. Huke).

B ¢yskmmm ke mepenaeTcs He caM MacCUB IIETTUKOM, a JIHIIb yKa3amenb Ha
ero Havajo (rmepeMeHHas (paKTHYeCKH IEeJIOYUCIICHHOTO THIa, pa3Mep KOTOPOro 3a-
BUCHUT OT apXUTEKTYphl (Kak mpaBuio, 32 wiam 64 paspsnaa), coaepkaiias aapec
HavaJla MacCHBa). 3Has pa3Mep OJHOTO JIEMEHTA, JIETKO BBIUUCIUTH aJpec JIF000ro

3JIEMCHTA 110 €TI0 CMCIICHUIO.

CJi0:keHHne BEeKTOPOB

JlaBaiiTe BCHOMHUM IIpOTrpaMMy, KOTOpasi TeHEPUPYET JIBa BEKTOPA ILIEJIBIX YH-
cen, konupyeT ux B namMaAtb GPU, Bemonnser cnoxenne Ha GPU, pe3ynprar konu-
pyetr oopatHo B mamatb CPU. GPU o0bsyHO He paboTaeT HampsiMyro C MaMsThIO
CPU, x0T 3TO TEXHUYECKH BO3MOXKHO. {11 Hadama HEOOXOIMMO BBIICIUThH TaMSTh
noj jpanHble Ha device, miist aToro ucnoibdyercsa ¢pyknus cudaMalloc(), mocne aToro
KOMUPYEeM JIaHHbIe U3 mamsaTu host B mamsTh device ¢ momoisio cudaMemcpy(). Ja-
Jee I KaKIIOTO 3JIeMEHTa BEKTOpa 3aIlyCKaeTCs OTACIBbHBIA IMPOIECC CIIOKCHHUS,
T. €. B 1aHHOM ciy4ae — 128 aureir. Ha CPU »To mMoro 6wk Hakmanuo, Ho GPU kak
pa3 paccuuTaH Ha pabOTy ¢ OOJBIITMM KOJUYCCTBOM MOTOKOB, U BCE TIPOUCXOJIUT JI0-
ctatouHo OwicTpo. Ilocime Toro, kak omepamusi 3aBEpIICHA C  TOMOIIBIO
cudaMemcpy(), xomupyem pe3yabTaT 00paTHO Ha host M OCBOOOKIAEM IMaMATh
device ¢ momompio cudaFree(). B tekcre siapa ects nepemennas threadldx, sto cu-
creMHas nepemennass CUDA, coaeprkaiiiasi HOMEp HUTH.

[IpuBeneM MENMUKOM MPOrpamMMy CIOXKEHHUS JABYX BEKTOPOB C IMMOMOIIBIO TEX-
nosioruu CUDA.

#define N 128 //xKoJIMUeCTBO BJIEMEHTOB MacCuUBa
// Anpo
__global  wvoid add( int *a, int *b, int *c )
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/ /BBHUMCJIIEHME MHIEKCa DJIeMeHTa

int tid = threadIldx.x;

//OpoBepKa Ha BHXOI 3a MIpeleyitl MacCCUBa
if(tid > N-1) return;

/ /TIOBJIEMEHTHOE CJIOXEHME MaCCUBOB
c[tid] = a[tid] + bltid];

int main () {

// BBIOEJIeHMe [IaMAaTM I[IOIO MaccubBe Ha CPU
int host a[N], host b[N], host c[N];
// BHOEJIEHME I[IaMATU 101 MACCUBHE IJIS KOINIMPOBAHNUS
// Ha GPU
int *dev_a, *dev b, *dev c;
// BalnoJIHeHVEe MAaCCUBOB
for (int i=0; 1i<N; i++)
{

host a[i] = 1 * 1i;

host b[i] = - 1i;

}

// BBIIOEJIeEHMEe [IaMAaTM [IOI MaccUBE Ha GPU

cudaMalloc( (void**)&dev a, N * sizeof (int) );
cudaMalloc ( (void**)&dev b, N * sizeof (int) );
cudaMalloc( (void**)&dev c, N * sizeof(int) );

// KONMMpOBaHME IaHHHBIX B namMsaTb GPU
cudaMemcpy ( dev_a, host a, N * sizeof (int),
cudaMemcpyHostToDevice ) ;

cudaMemcpy ( dev_b, host b, N * sizeof (int),
cudaMemcpyHostToDevice ) ;

// BEI3OB fAnpa
add<<<l, N>>>( dev _a, dev b, dev c );

// monyuaem pesyJIbTaT pacueTa
cudaMemcpy ( host ¢, dev ¢, N * sizeof (int),
cudaMemcpyDeviceToHost ) ;
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// BHIBOI pPe3yJIbTaTOB
for (int 1=0; 1<N; i++)
{

o\°

printf( "%d + %d = %d\n", host al[il],
host b[i], host c[i] )

// ocCBODOXIOEeHME I1aMITH
cudaFree ( dev_a );
cudafree( dev b );
cudafFree( dev _c );
return 0;

Berunciienne MareMaTHYeCKUX PyHKIUT
B CUDA cymecTByIOT aHAJIOTH psifla MaTeMaTHYECKUX (PYHKITUN, BKIIOUCH-
HBIX B CTaHJAPTHYI0 OMOMMoTeKy si3bika Cu (<math.h>). Tak, Hanpumep, mpoTOTHI

CUDA-Bepcun cunyca (sinf) umeer Buj

device float sinf (float x);

[lepeuriciuM OCHOBHBIEC PA3TUYUSL:

— ¢pynkunn CUDA BerumciisaroTcst HenocpeactBeHHo Ha GPU;

— OombmMHCTBO (hyHKIHHM padoTatoT Tonbko ¢ float-aprymentamu (GPU, kak
paBHJI0, B OCHOBHOM paboTaroT ¢ float, Tounoctr qocTaTOYHO /711 OCHOBHBIX 33j1a4,
Boznaraemeix Ha GPU);

— umeroT moaudpukatop  device , BCIEACTBHUE YETO MOTYT BBI3BIBATHCS
toibko ¢ GPU (t.e. u3 kernel-gyuxkiuii);

PaccmoTpum crenyronnyto 3aaaqy:

1. Boimenuts Ha GPU maccuB u3 n = 10° snementos tuma float.

2. IHUIMaIM3upoBaTh UX B SAPE CICTYIOMUM 00pa30M:
arr[i] = sin((i % 360) * pi / 180)

rrepli = 3.141592653.
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3. CkomupoBatk MaccuB B namsaTh CPU, mocunrars omuodKy

Qo

err = sum 1 (abs(sin((i % 360) * pi / 180) - arr[i]))

/ n

4, TIpoBecTu uccaea0BaHUE MPU UCTIOIBb30BaHUM MaccuBa Tumna double.
OCHOBHOI 4acThIO JAHHOM 3a/aud SIBJISICTCS HAITMCAHUE sIpa, B KOTOPOM Oy-

ACT HHUIHUAJIIM3UPOBATLECA MAaCCUB (I/I BBI3BIBATHCs CI/IHYC).

#define BASE TYPE float
#define MAX GRIDSIZE 1

__global  void sinMass (BASE TYPE *A, int arraySize)
{
int index = (blockIdx.y * MAX GRIDSIZE + blockIdx.x)
* blockDim.x + threadIdx.x;
if (index < arraySize)
[index] = sin((BASE TYPE) ((index % 360) * M PI /
180)) ;

// IpyI'rMe BaAPMAHTEI BEIUMCIIEHMA CHMHYyCa

// Alindex] = sinf((index % 360) * M PI / 180);
// Alindex] =  sinf((index % 360) * M PI
// / 180);

[IpuBeneM CUCOK BCTPOCHHBIX MaTeMaTH4eCKUX (PYHKIUN AJjig paboThl C TH-

nom float:

DyHKIUA Onepanus
__fadd [rn,rz,ru,rd] (X,V), X+y
__fsub [rn,rz,ru,rd] (X,y), X-y
__fmul [rn,rz,ru,rd] (x,V¥), X*y
__fmaf [rn,rz,ru,rd] (xX,y,2) X*y+2z

46




_ frcp [rn,rz,ru,rd] (x)

1/x

__fsgrt [rn,rz,ru,rd] (x) Vx
__frsqrt rn(x) 1/x
__fdiv [rn,rz,ru,rd] (x,Y) xly
_ fdividef (x,y) x | y; mpu y>2'*° pesynbrar = 0
__expf (x) e
__explOf (x) 10*
__logf (%) In X
__log2f (x) log, X
_ loglOf (x) Ig x
__sinf (x) sin X
cosf (x) COs X

sincosf (x, sptr, cptr)

*sptr = sin X, cptr = cos X

___tanf (x) tg X
__powf(x, y) X’

3mecp rn,rz,ru,rd - CIOCOOBI OKpyTIJICHUs, Hanmpumep, fadd rn
OKpyIJsieT cymMMmy K OmmkaiimeMmy,  fadd rz — x Hymo,  fadd ru - no

oompmero,  fadd rd — 10 MEHBILETO.

Crincok BCTpoeHHBIX (PpyHKIUi 1t paboThI ¢ THIOM double HECKOTBKO MEHBIIIE:

DOyHKUUA Onepanus
__dadd_[rn,rz,ru,rd] (x,V), X+y
__dsub [rn,rz,ru,rd] (X,Y), X-y
__dmul [rn,rz,ru,rd] (x,y), X*y
__fma [rn,rz,ru,rd] (x,y,2) X*y+z
__drcp [rn,rz,ru,rd] (x) 1/x
__dsgrt [rn,rz,ru,rd] (x) Vx
__ddiv_[rn,rz,ru,rd] (x,y) X1y
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KoHTpoJibHBIE BONIPOCHI

1. Kak opranu3oBath 0OpaleHue K 2JIEMEHTY MaccuBa B Telie sapa?
2. Kakue oCHOBHBbIE 3Tallbl pabOThl ¢ BEKTOPAMH MO>KHO BBIJIEIUTH?
3. Kakue BcTpoeHHble (ObICTpble) Maremaruueckue ¢pyHkuuu ectb Ha GPU?

B ueM oTnnume ux oT OOBIYHBIX (PYHKITAN?

JlaGoparopHnas paGora

1. Ucnone3ys apyrue ¢yHkuuu Bmecto cunyca (_expf (e"x), _ explOf
(10"X) m T. 4.), paccuMTalTe OTHOCHUTEIbHYIO OIMMOKY (OTHOIICHHWE aOCOFOTHOMN
OIMMOKY K 3HAYEHUIO (PYHKITUH).

2. Hamumure mporpaMMy, peamu3ylolyl0 CKaISpHOE MPOU3BEICHUE ABYX

BEKTOPOB.

Jomamnss padora

1. CpaBHHTE CKOPOCTHh M TOYHOCTH BBIYMCICHUI ¢ Tuamu float m double ms
byHkuui u3 nabopatopHoil paboTel. Kakoi Tun ais Kakux 3ajiay JIydille UCIOJIb30-
BaTh 1 nouemy? Craenanre BbIBOA.

2. HanummuTe mporpaMmy, peaau3yoIyro Mpolecc opToroHaausamnuu I’ pama-
[MImuara. [Tpu aTOM Ha XocTe co3aaercs Habop u3 N BekTopoB Buaa a; = (1,1,1,1,...),
a,=(0,1,1,1,...), a3 = (0,0,1,1,...), ... , an = (...,0,0,0,1). Hanee 3Tu BeKTOpa mepea-
IOTCSI Ha JIeBalC, TIOCJIE Yero MPOU3BOAUTCS OPTOrOHANIM3AIMA. AJITOPUTM Iporecca

OpPTOTOHAU3AINH (ITOTYYCHHE OPTOTOHAIBHBIX BEKTOPOB Dj 10 a;) CIIe Ty FOIIHIA:

s(ab)
b =a, b=a-) —"""*b, i=2.N.
1 al i i kz;(bk’bk) k

48



I'naBa 6. Pabora ¢ maTpunamu

[lepen Tem, kak HavaTh paboOTaTh ¢ MaTPHUIIAMH, CKaXEM HECKOJIBKO CJIOB
o tunie dim3 — oxgroM m3 6a30BbIX THIIOB CUDA. OH mpencraBiser coOoi HEe 4TO
MHOE, KaK BEKTOp M3 3-X IICJIOYMCIICHHBIX 3HadeHWH. Co37aeTcss OH CIICTYIOIINM
obOpazom:

dim3 v1 (512, 2, 4);
dim3 v2 (512, 128);
dim3 v3(1024) .

Ecnu xakue-to 3HaueHus omymieHbl (Kak B mpumepe ¢ V2 u V3), TO OHHU IO
ymosyanuto paBHbl 1 (a He 0). To ecTb BhIIENPHUBEACHHBIA KOJl S3KBUBAJICHTEH Clie-
OYIOLIEMY:

dim3 v1 (512, 2, 4);

dim3 v2 (512, 128, 1);:
dim3 v3(1024, 1, 1).

B CUDA ecTh HECKOJIBKO BEKTOPHBIX THUIIOB JUIsI TOCTYIA K JaHHbIM. Hampu-
Mep, Takou TwIl, Kak [U]int moxkeTr ObITh 1-, 2-, 3-, 4-MepHBIM BekTOpoM. [[iist co3za-
HUS TIEPEMEHHOM Takoro TUNa NpuUMEHseTcs QYHKIUS CHeNUalbHOrO0 BHJA,
HaIpUMep:

int3 a = make int3 ( 1, 2, 3);

Taxxe cymectByroT Tumsl (U)char, (u)short, (u)long, float, kotopsie moryr
ObITh 1-, 2-, 3-, 4-MepHBIME BekTOpaMH, a BoT Thibl long long u double mMoryT ObITh
TOJBKO 1- U 2-MEPHBIMHU.

Ha ocnoBe tuna uint3, B8 CUDA cymectByeT cnienuanbhbiii Tun dim3, koTo-
pBIit UMeeT KOHCTPYKTOP. KOHCTPYKTOp 3TOr0 THMNA MO3BOJISIET 33aBaTh HE BCE KOM-
TIOHEHTBI 3-MepHOro BekTopa. HemocTaromume KOMIOHEHTHI 3TOTO THUIIA B KOHCTPYK-
TOpE MHUIUATU3UPYIOTCS equHunamMu. [1aBHoe HazHaueHue tuma dim3 — 3To 3ama-

HHC I1apaMCTPOB 3allyCKa Aapa.
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BHyTpu KaXX10r0 BBIYMCIUTEIBHOIO SIAPA COJEPKATCS BCTPOCHHBIE MEPEMEH-
HbI€, KOTOPbIEC UCIOJIb3YIOT BBIIIEONMUCAHHBIE TUMBL. C MOMOMIBIO ITUX BCTPOEHHBIX
MEPEMEHHBIX MOKHO ONEPUPOBATH OTIACIBHBIMU HUTSAMH U pa3indaTh UX. ITHU Nepe-
MEHHBIC OBLTH OTHCAHBI BHINIC, KpOME NepeMeHHON warpSize tuma int — 3ta mepe-
MEHHasl COACPKUT 3HAYEHUE pa3Mepa CBA3KM HHUTEH (BapIl), KOTOPOE Ha TEKYIIUN
MOMEHT BCET/1a paBHO 32.

Hcnonb3yst BCTpOCHHBIE MEPEMEHHBIE, MOXKHO 33JaBaTh Pa3HbIE MapaMeTpbl

3amycKa sjipa u pa3andyaTh OTACIbHBIC HUTH B OJIOKaX WJIM caMu OJIOKH.

Co3nanue MaTpu

Coznanum Ha CPU Matpuny A pasmepom 10x10 u 3agaamum 31€eMeHTBI MaTpH-

1B CJICTYIOIIMM 00pa3oMm:

o 1 2 .. 9
10 11 12 .. 19
A=120 21 22 .. 29
90 91 92 .. 99

Co3znanum Ha GPU matpuny B pasmepom 10x10. Dnements matpuiibl B 3ana-
UM TaKUMHU ke, Kak U 'y maTpuisl A. [Ipu 3ToM He OyaeM UCrnoiib30BaTh KOMUPOBA-
HUE JIaHHBIX C XOCTa Ha JieBaiic. HeoOxomumo ckomrpoBaTh MaTpuily B ¢ neBaiica Ha
XOCT U CPaBHHUTH Ha XocTe ABe MaTtpulll — A u B. HyxHOo nobuthces, 4To0bl 00€ MaT-
puttel coBnanganu. [TompoOyiiTe 3amyckaTh mporpaMMmy C pasHbIMU pazmepamu grid
u block.

Jlns pelieHust 3TOW 3a7a4d UCMOJB3YyeM OJIUH OJIOK C JIECSAThIO HUTSIMU Tak,
yT0OBI KaXKJ1asi HUTh CO3/aBajia OJIMH dJIeMEHT Matpuibl. s yamoOcTBa 010K HUTEH
MBI ClieJlaéM JIByMEpHbIM. TakuM oOpa3oM, MHJACKC 3JIEMEHTa MaTPHUIIbl BBIYHCIUM

kak threadldx.y * n + threadldx.x. B utore kox siapa Oyner BBITIAIETh TakK:

__global  void createMatrix(int *A, const int n)
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A[threadIdx.y * n + threadIdx.x] = 10 *
threadldx.y + threadIldx.x;

Ha CPU wmatpuiy A OyzneM co3aaBath ¢ TOMOIIBIO IBOWHOTO ITUKIIA CIETYIO-

UM 00pa3om:

size t size = n * n * sizeof(int);
int *h A = (int *)malloc(size);
for (int i = 0; i < n; 1i++)

for (int j = 0; j < n; Jj++)
h A[j *n + 1] = 10 * 7 + i;

Br130B Aapa, OIIMCAHHOI'O BBIIIC, OCYHICCTBIIACTCA TaAKUM 06pa30M:

dim3 threadsPerBlock = dim3 (10, 10);
dim3 blocksPerGrid = dim3 (1) ;

createMatrix<<<blocksPerGrid, threadsPerBlock>>>
(d_ B, n);

[IpoBepky paBeHCTBa JBYX MAaTPHUI[ OCYIIECTBISIEM CIEAYIOIUM 00pa3om

C IOMOIIBIO TBOMHOTO ITUKJIA:

for (int 1 = 0; 1 < n; 1i++)
for (int j = 0; 7 < n; J++)
if (h A[J *n + 1] != h B[jJ * n + 1i]) {

o\

printf ("h A[

*n + 1);

d] != h B[%d]\n", J * n + i, ]

JIucTuHT KOMA.

// CpaBHeHMEe IBYX MaTpPHLl
#include "cuda runtime.h"
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#include "device launch parameters.h"
#include <stdio.h>
#include <stdlib.h>
#include <math.h>
// Smpo
__global  void createMatrix(int *A, const int n)
// CosmaHue 3JIeMEHTOB MaTpPulu Ha GPU
A[threadIdx.y * n + threadIdx.x] = 10 *
threadldx.y + threadIldx.x;
}
int main ()
{
// KOJI-BO CTPOK M CTOJIOLIOB MaTpPMULIE
const int n = 10;

// pasmep MaTpPULEH

size t size = n * n * sizeof(int);

// BHOEJgeM NaMaTb IOJg MaTpulsl Ha CPU

int *h A = (int *)malloc(size);

// MHUUMAIU3UPYEM MaTpPULLy

for (int 1 = 0; 1 < n; i++)
for (int j = 0; j < n; Jj++)
h A[j *n + 1] = 10 * J + 1i;

int *d B = NULL;
// BHIOEJIgeM NaMAaTb IOJIS MaTpuusl Ha GPU
cudaMalloc ((void **)&d B, size);

// omnpenejyieHVe pPas3MEepOB CETKM U OJIOKOB
dim3 threadsPerBlock = dim3 (10, 10);
dim3 blocksPerGrid = dim3(1);

// BHIBOB gIpa
createMatrix<<<blocksPerGrid, threadsPerB-
lock>>>(d B, n);
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// BHOEJISEeM [NaMATb IOJIS MAaTPHULE B, UYTOOH
// ckonupoBaTh u3 GPU Ha CPU
int *h B = (int *)malloc(size);

// xonupyeMm maTpuuy mu3 GPU Ha CPU
cudaMemcpy (h B, d B, size, cudaMemcpyDeviceTo-

Host) ;

// TpoBepseM COBIaIeHMe MaTPULE A UM MaTPULE B

for (int i1 = 0; 1 < n; 1++)
for (int j = 0; J < n; Jj++)
if (W A[J * n + i) !=h B[J * n + i]) {
printf ("h A[%d] != h B[%d]\n", J * n

+ i, 3 *n + 1i);

// ocBobBoxmaeM namsaTrs Ha GPU
cudafree (d B);

// ocBoboxmaeMm namMaThb Ha CPU
free(h A);
free(h B);
return 0;

TpancnonnpoBaHue MaTPUIIbI

JUis pemieHust 3Toi 3aa4M UCOIb3yeM O10KH pazmepom 16x16. Kaxnass HUTh
0JI0Ka cO37aeT OAUMH BJIEMEHT TpaHCHOHMpPOBaHHOW Marpuubl. Koa siapa Oyner Bbl-

TIIACTh TakK.

global  void matrixTranspose (const BASE TYPE *A,

BASE TYPE *AT, int rows, int cols)
{

// VIHIeKC 2JieMeHTa B MCXOIHOMV MaTpulle
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int iA = cols * (blockDim.y * blockIdx.y +
threadIdx.y) + blockDim.x * blockIdx.x +
threadIdx.x;

// VIHOEeKC COOTBETCTBYWOIEIO 3JIEMEeHTa B

// TPaHCIOHMPOBAHHOM MaTpHulle

int iAT = rows * (blockDim.x * blockIdx.x +
threadIdx.x) + blockDim.y * blockIdx.y +
threadIdx.y; AT[iAT] = A[iA];

Jliist ymoOcTBa BBIYMCIICHHH pa3Mephbl HCXOAHOW MaTpPHIIBI JIejacM KpaTHBIMU
pasmepy Onoka. Jlis aToro ucnonsdyem (ynkuuto toMultiple(int a, int b), kotopas
BO3BpalllaeT Yucio, KpaTHoe b u Hanboee Om3Koe K a. MaTpuily HHUIHATU3APYEM

CHy‘{aﬁHBIMI/I YU CJIaMHU.

// VIHMLMAIM3aUUsa MaTPULL
for (int 1 = 0; 1 < rows * cols; ++1)
{
h A[i1] = rand()/ (BASE TYPE)RAND MAX;

BbI30B si/1pa, ONMKMCAHHOTO BBIIIE, OCYIIECTBISIETCS TAKUM 00pa3oM:

dim3 threadsPerBlock = dim3 (BLOCK SIZE, BLOCK SIZE);

dim3 blocksPerGrid = dim3(cols / BLOCK SIZE, rows /
BLOCK_SIZE) ;

//BHI30B 4mpa
matrixTranspose<<<blocksPerGrid, threadsPerB-
lock>>>(d A, d AT, rows, cols);

Ocy1ecTBiiieM MPOBEPKY NPABUIBHOCTU PaOOTHI s1pa.

for (int i = 0; i < rows; i++)
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for (int j = 0; j < cols; Jj++)
if (h A[i * cols + Jj] != h AT[]J * rows + 1i])
{
fprintf (stderr, "Result verification
failed at element [%d, %d]!\n", i, 7J):
exit (EXIT FAILURE) ;

JluctuHr xona:

#include "cuda runtime.h"

#include "device launch parameters.h"
#include <stdio.h>

#include <stdlib.h>

// pasMmep 6JOKa
#define BLOCK SIZE 16

// Twumn, KOTOPHM OYyOYyT MMEThb SJIEMEHTH MaTpPMUI]
#define BASE TYPE float

// Smpo
// ®YHKLUMS TPAHCIOHMPOBAHUS MaTPMUILIE
__global  wvoid matrixTranspose (const BASE TYPE *A,
BASE TYPE *AT, int rows, int cols)
{
// VIHIeKC 2JIeMeHTa B MCXOIHOM MaTpulle
int iA = cols * (blockDim.y * blockIdx.y +
threadIdx.y) + blockDim.x * blockIdx.x +
threadIdx.x;

// VIHOeKC COOTBETCTBYIEIO 3JIeMeHTa B

// TPaAHCHIOHVPOBAHHOW MaTpPMUILE

int 1AT = rows * (blockDim.x * blockIdx.x +
threadIdx.x) + blockDim.y * blockIdx.y +
threadIdx.y;

AT[iAT] = A[iA];
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// ®YHKULUMSA BBEUMCIJIEHMS UMCJIa, KOTopoe OoJiblle UMcja a
// ¥V KpaTHOe umuciy b
int toMultiple(int a, int b)
{
int mod = a % b;
if (mod != 0)
{
mod = b - mod;
return a + mod;

}

return a;

int main ()

{
// OBBEeKTH COOBITUNA
cudaEvent t start, stop;
cudaEventCreate (&start) ;
cudaEventCreate (&stop) ;

// KOJIMYeCcTBO CTPOK ¥ CTOJIOLOB MaTPWUIIL
int rows = 1000;
int cols = 2000;

// MeHseM KOJMUECTBO CTPOK UM CTOJIOIOB MaTPMUIIE
// Ha UuucJyio, KpaTHOoe pasMepy 6joka (16)
rows = toMultiple (rows, BLOCK SIZE);

printf ("rows = %d\n", rows);

cols = toMultiple(cols, BLOCK SIZE);

printf ("cols = %d\n", cols);

size t size = rows * cols * sizeof (BASE TYPE);

// BBIOEJIeHME MaMaTK [IOI MATPMUIE Ha XOCTe

// VcxomHas MaTpula

BASE TYPE *h A = (BASE TYPE *)malloc(size);
// TpaHCHOHMPOBaHHAS MaTpPULA
BASE TYPE *h AT = (BASE TYPE *)malloc(size);
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// VHuLManmMs3aumMsa MaTPWLB
for (int 1 = 0; 1 < rows * cols; ++1)
{
h A[i] = rand()/ (BASE TYPE)RAND MAX;

}

// BrimesieHue rjofaJsibHOM NaMATKM Ha neparice
// OJ9 MCXOIHOV MaTpPULIE
BASE TYPE *d A = NULL;
cudaMalloc ((void **)&d A, size);

// Buimejienue TJI00aJIbLHOM MNaMATKV Ha IOeBarce IJid
// TPaHCIOHMPOBAHHOM MaTpPMUILIE

BASE TYPE *d AT = NULL;

cudaMalloc ((void **)&d AT, size);

// Konupyem maTpuuy m3 CPU Ha GPU
cudaMemcpy(d A, h A, size, cudaMemcpyHostToDe-

vice) ;

// OnpenengeM pas3Mep OJioKa M CEeTKU

dim3 threadsPerBlock = dim3 (BLOCK SIZE,
BLOCK SIZE) ;

dim3 blocksPerGrid = dim3(cols / BLOCK SIZE,
rows / BLOCK SIZE);

// HauaTb oTcueTa BpPEeMeHU
cudaEventRecord( start, 0);

// Banyck sampa
matrixTranspose<<<blocksPerGrid, threadsPerB-
lock>>>(d A, d AT, rows, cols);

// OxkoHuaHue paboTH AIpa, OCTAHOBKA BPEeMEeHU
cudaEventRecord( stop, 0);

cudaEventSynchronize ( stop );

float KernelTime;

cudakEventElapsedTime ( &KernelTime, start, stop);
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printf ("KernelTime: %.2f milliseconds\n", Ker-
nelTime) ;

// KomupyeMm maTpuily 3 GPU Ha CPU

cudaMemcpy (h AT, d AT, size, cudaMemcpyDeviceTo-
Host) ;

// TlpoBepka MNPaBUIILHOCTU pPaboOTH gIpa

for (int i = 0; i < rows; i++)
for (int j = 0; j < cols; j++)
{
if (h A[1 * cols + J] != h AT[J * rows +
i])

fprintf (stderr, "Result verification
failed at element [%d, %d]!\n", i, 7J);
exit (EXIT FAILURE) ;

}
printf ("Test PASSED\n");

// OcpBoboxmaeM namMsaThb Ha GPU
cudafree (d A);
// OcBoBoxmaem namMaTb Ha GPU
cudaFree (d_AT) ;
// OceBoboxmaeMm namarb Ha CPU
free(h A);
free (h AT);
// Ynansgem OOBEeKTH COOBITUM
cudaEventDestroy( start );
cudakEventDestroy( stop )
printf ("Done\n") ;
return 0;

Ciio:xeHHe MaTPHUIL

[TockonbKy CHOKE€HHE MATpULl BBIMOIHAETCS MOAIEMEHTHO (€Ule Mpolle, YeM

YMHOKE€HHUE), TO BCE CKa3aHHOE B CIIEyIOIIeM pasjese (1Mo MoBOAY HapasuiebHOIo
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BBITHCJICHUA W MIPCACTABIICHUS MACCUBOB B HaMSITI/I) CIIpaBCAJIMBO U IJIsA CIIOKCHUA

MaTpHII.

Jnis pemenus 3a1adu ucnoibzyem Gyaknuio  global _ void matrixAdd.

// SAxpo

_ _global  void matrixAdd(const BASE TYPE *A, const
BASE TYPE *B, BASE TYPE *C, int cols)

{

// BBHUMCIIEHME MHIeKCa 3JieMeHTa MaTpuis Ha GPU
int ind = cols * (blockDim.y * blockIdx.y +
threadIdx.y) + blockDim.x * blockIdx.x + threadIdx.x;

C[ind] = A[ind] + B[ind];

// ®YHKLUUA BHEUMCIJIEHME UMKCJla, KOTopoe OoJiblle
// uYucia a ¥ KpaTHOe uMciy b
int toMultiple (int a, int b)
{
int mod = a % b;
if (mod != 0)
{
mod = b - mod;
return a + mod;

}

return a;

YMHo:KeHue MaTpul

ITycts nanbl Marpunsl A = (a;;) u B = (b;j) pasMepamu m X n ¥ n X p coOT-
BeTcTBeHHO. Torna npoussenenue C = (¢;j) = AB pasMepHOCTBIO M X P, KaK H3-
BECTHO, OTIpeAeIsieTcs o hopMyIie

— n
Cij = k=1 aikbkj-
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DJIEMEHTBI MaTPHUIIBI-ITPOU3BEICHUS 3aBHCAT TOJBKO OT JJIEMEHTOB MCXOJIHBIX
MaTpHIl, IO3TOMY MX BBIYUCIICHUEC MOXET BBITIOJHATHCS MMapaJlIebHO, 0€3 TOMOJIHU-
TEJNBHBIX «yXHUIIpeHui». [103TOMy paccMOTpPUM JIMIIL BOIPOC O BapHaHTaxX Mpej-
CTaBJICHWS MaTPHIIBI B IAaMATH — B BHJIE ABYxXMepHoro (Hampumep, float*™ a, 3zarem
obpamenue Buaa a[i][j]) nwau omnomeprnoro maccusa (float* a u 3arem oOparieHue
Buga a[i * N + j], rae N — uiriHa cTpOKH (KOJIMYECTBO CTOJIOIOB)).

Paccmotpum Bompoc o ToM, Kak paboTaeT omneparis HHICKCHPOBAHUS:

1) B ciy4ae ¢ OJTHOMEPHBIM MaCCHBOM:

a) BerumcisieTcs Beipaxkenue | * N + | (B coBpemennbix CPU 3T0 BBITTOJTHSCTCS
3a OJIHY OIepaluio, Tak HasbeiBaemyro fused multiply-add);

b) monydenHoe 4rcio (CMEIICHHE) YMHOXKAETCA Ha pa3Mep TUIA M CKIIabIBa-
eTcsi ¢ 6a30BBIM aJIpecoM (aapecoM Havyaia MacCHBa);

C) KaK MpaBHJIO, TIEPEMEHHBIC 1, ] 1 0a30BbBIN aapec OyAyT XPaHUTHCS B PETH-
ctpax CPU, mosToMy BBIIIIENPUBEICHHBIEC OTIEPAIIUH BBITOIHSAIOTCS OBICTPO.

2) B ciy4ae ¢ ABYXMEPHBIM MacCHBOM:

a) 3HaYCHHUE | YMHOXKAETCsA HA pa3Mep yKaszaTels U CKJIaJbIBacTcs ¢ 0a30BBIM
ajpecoM, BerauciseTcs aapec a[i] (magana i-it crpokw);

b) 3HaueHue ] yMHOXAeTCs Ha pa3Mep dJIEMEHTa U CKJIaJbIBACTCS C aIpecoM
a[i], seruncnsiercs aapec a[i][jl;

C) Anpec a[i], oueBHUIHO, HE XPAHUTCSA B PETUCTPE, TIOITOMY OIEpaIHs ¢ HUM
Oyzer MelJICHHEe.

C apyroit cTOpOHBI, OJJHOMEPHBIN MacCUB TpeOyeT OOBIIOT0 nOCIed08amellb-
HO20 y4acTKa MaMsTH.

Jlnst perienus 3aaayun onumeM gyukiuio _global__ void matrixMult.

~_global  void matrixMult (const BASE TYPE *A, const
BASE TYPE *B, BASE TYPE *C, int Acols, int Bcols)
{
int 10 = Acols * (blockDim.y * blockIdx.y +
threadIdx.y);
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int jO = blockDim.x * blockIdx.x + threadIdx.x;
BASE TYPE sum = 0;

for (int k = 0; k < Acols; k++)
sum += A[i0 + k] * B[k * Bcols + j0];

int ind = Bcols * (blockDim.y * blockIdx.y +
threadIdx.y) + blockDim.x * blockIdx.x + threadIdx.x;

Cl[ind] = sum;

JIucTuHT KONA:

#include "cuda runtime.h"

#include "device launch parameters.h"
#include <stdio.h>
#include <stdlib.h>

#define BLOCK SIZE 16
// TUl, KOTOPHM OYyOyT MMETH SJIEMEHTH MaTPMUILL
#define BASE TYPE double

// OYHKLUUSA MNEepeMHOXeHUS MaTpMIL

__global  void matrixMult (const BASE TYPE *A, const

BASE TYPE *B, BASE TYPE *C, int Acols, int Bcols)

{

int 10 = Acols * (blockDim.y * blockIdx.y +

threadIdx.y);
int JjO0 = blockDim.x * blockIdx.x + threadIdx.x;
BASE TYPE sum = O;

for (int k = 0; k < Acols; k++)
sum += A[10 + k] * B[k * Bcols + J0];

int ind = Bcols * (blockDim.y * blockIdx.y +
threadIldx.y) + blockDim.x * blockIdx.x + threadIldx.x;

C[ind] = sum;
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int toMultiple (int a,

int mod = a % b;

if (mod !'= 0) {
b - mod;
return a + mod;

}

return a;

mod =

int main ()

{
//start,

cudaEvent t start,

stop -

cudaEventCreate (&start) ;
cudaEventCreate (&stop) ;

int Db)

stop;

{

for Kernel time

// KOJMUYECTBO CTPOK U CTOJIOIIOB MaTpPUILIE

int Arows = 100;
int Acols = 200;
int Brows = Acols;
int Bcols = 150;

Arows =

Acols =

Brows =

printf ("Brows =

Bcols =

printf ("Bcols =

size_t Asize

size t Bsize =

size t Csize

toMultiple (Brows,

toMultiple (Bcols,

toMultiple (Arows, BLOCK SIZE);
printf ("Arows =

sd\n", Arows):;

toMultiple (Acols, BLOCK SIZE);
printf ("Acols =

sd\n", Acols);

BLOCK SIZE);

%$d\n", Brows):;

BLOCK SIZE) ;

$d\n", Bcols);

Arows * Acols * sizeof (BASE TYPE);
Brows * Bcols * sizeof (BASE TYPE);
Arows * Bcols * sizeof (BASE TYPE);
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BASE TYPE *h A = (BASE TYPE *)malloc (Asize);
BASE TYPE *h B = (BASE TYPE *)malloc (Bsize);
BASE TYPE *h C = (BASE TYPE *)malloc(Csize);

for (int 1i 0, i < Arows * Acols; ++1) {

h A[i] = rand()/(BASE TYPE)RAND MAX;
}
for (int i = 0; 1 < Brows * Bcols; ++i) {
h B[i] = rand()/(BASE TYPE)RAND MAX;

BASE TYPE *d A = NULL;
cudaMalloc ((void **)&d A, Asize);

BASE TYPE *d B = NULL;
cudaMalloc ((void **)&d B, Bsize);

BASE TYPE * d C = NULL;
cudaMalloc ((void **)&d C, Csize);
cudaMemcpy(d A, h A, Asize, cudaMemcpyHostToDevice);

cudaMemcpy (d B, h B, Bsize, cudaMemcpyHostToDevice);

dim3 threadsPerBlock = dim3 (BLOCK SIZE, BLOCK SIZE);
dim3 blocksPerGrid = dim3(Bcols / BLOCK SIZE, Arows /
BLOCK SIZE);

cudaEventRecord( start, 0);

matrixMult<<<blocksPerGrid, threadsPerBlock>>>(d A,
d B, d C, Acols, Bcols);

cudaEventRecord( stop, 0);

cudakEventSynchronize ( stop );

float KernelTime;

cudakEventElapsedTime ( &KernelTime, start, stop);
printf ("KernelTime: %.2f milliseconds\n", Ker-
nelTime) ;
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cudaMemcpy (h C, d C, Csize, cudaMemcpyDeviceToHost);

printf ("Test STARTED\n");
for (int 1 = 0; 1 < Arows; 1i++) {
for (int j = 0; j < Bcols; J++) {
BASE TYPE sum = 0;
for (int k = 0; k < Acols; k++)
sum += h A[i * Acols + k] * h B[k *
Bcols + J1;

if (fabs(h C[1 * Bcols + j] - sum) > le-3)
{
fprintf (stderr, "Result verification
failed at element [%d, %d]!'\n", i, J);
printf ("sum = %f, h C[i * Bcols + j] =
$f\n", sum, h C[i * Bcols + Jj]);
exit(EXIT_FAILURE);

}
printf ("Test PASSED\n");

cudaFree (d A);

cudaFree (d B);

cudafree (d C);

free(h A);

free(h B);

free(h C);
cudaEventDestroy( start );

cudaEventDestroy( stop );

return 0O;
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KoHTpoJibHBIE BONIPOCHI

1. Yem otnmuaercs cosmanue matpuibl Ha GPU ot co3ganust matpuibl Ha
CPU u nocnenyrotiero kKonupoBaHus ee snemMeHToB Ha GPU?
2. B kakmx ydacTkax KoJia IIpH OIeparusax HaJ MaTpUIlaMid BOSHUKAIOT IMOTEPH

B [IPOU3BOIUTEIIHLHOCTH?

JlaGoparopHnas paGora

1. [IpoBepbTe, ABNSAETCA JIM JaHHAS KBaJpaTHas MaTpUlla OPTOrOHAJIBHOM, My-
TEM YMHOXXEHHSI Ha TPAHCIOHHUPOBAHHYIO (HE BBIAEINAS MOJ HEE TOMOJHUTEIbHOU

NaMsITH) U CPaBHEHUS pe3yJibTaTa ¢ CAMHUYHON MaTPUIICH.

Jomamnss padora
1. IIpoBepbTe, ABISAIOTCS JIU JBE 3aJaHHbIE KBaJpaTHbIE MaTpullsl A u B xommy-
THPYIOIIUMH (T.€. MX IPOU3BEACHUE HE 3aBUCHUT OT Mopsiika yMHOKeHus: AB = BA).
2. Hanmummre ¢QyHkuuio qis cnoxkenus AByx Matpunr MxN, 3amaHHBIX Kak
Bektop BekTopoB (float a[M][N], b[M][N]). Matpuiibl 3agar0Tcst Ha XOCTE, MOCIE KO-

IMUPYIOTCA HA I[CBEIﬁC, M TaM IIPOU3BOJUTCS CIOKCHHC.
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I'nmasa 7. Tunel namaTu. Pa3zgensiemas namMaTh

B CUDA npenycMOTpeHO HECKOJIBKO THIIOB TMaMSITH, KaXIbI U3 KOTOPHIX

IMPCAHA3HAYCH ITOA OIPCACIICHHBIC HYKIbI. Hixe IMpHUBCIACHA Ta6HI/ILIa THUIIOB IIaMs-

™™ GPU.
Tabnuya 3
Tunber namsatu GPU
Tun namsaTu Hoctyn Beiaeasiercs Ckopoctb
padoThI
Peructpsl YTeHHUE/3aMKCh Ha MOTOK Bricokas
JlokanbHas YTEHHE/3aIUCh Ha MOTOK Huzkas
Paznensemas YTeHUE/3aMHCh Ha OJIOK Bricokas
['nmobanbHas YTCHUE/3aMMHCh HA BCE PELIECTKH Huskas
Koncrantnas YTEHUE Ha BCE PEUICTKHU Huzkas
TekcrypHas YTEHUE Ha BCE PEIIETKU Hwuzkas

PeFI/ICprI HUCIIOJIB3YCTCA OJIA XpPAaHCHUA JIOKAJIBHBIX IICPCMCHHBIX. CKOpOCTB

A0CTyIla AJId OAHHOI'O THUIIA IMaMATHU CaMast 6I>ICTpa$I, M BBIACJICHUC IPOHUCXOAUT HaA

KaXXAYyI0 HHUTh. JlokajibHasl NaAMSATh HUCITIOJIB3YCTCA VI XPAaHCHUS JIOKAJIBHBIX IICPC-

MCHHBIX, KOr'la pETUCTPOB HC XBATACT, CKOPOCTb HOCTYIIA HU3KaA. ITamsTh BBIACIISA-

CTCi TaK KC, KaK U OJIA pCrucCTpoOB. Pa3I[eJIHeMaH NaMATb HUCIIOJIL3YCTCA AJIA XpaHe-

HHA MAaCCHUBOB JAaHHBIX, UCIIOJIb3YCMbBIX COBMCCTHO BCCMU HUTAMHU B onoke. Dra ma-

MATb MMCCT YYTb MCHBIIYIO CKOPOCTH AOCTYyIId, YCM PETrHUCTPLI, U BBIACICTCS Ha

0510k. B riio0anbHOM maMsATH XpaHATCS WCXOMHO BCE JaHHBIC, 9TO 00IIas mamsTh

JJIA BCCX onokoB. KoncTranTHass naMsaTh HCITIOJIB3YCTCA OJIA Iepcaadn 11apaMCcTpoOB

B AApO, MPCBLIITAOMIUX AOIMYCTHUMBIC pasMCpPbl IJIA MMapaMCETpPOB sAApa, BBIACIICHUC

[IEJIMKOM Ha pemieTKy. TeKkecTypHasi MaMATh UCIOIb3YETCS Il XpPaHEHUs OOJBIITNX

MAaCCHUBOB JAHHBIX, BBIACIICTCA LCJIMKOM Ha PCHICTKY.
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Obpamenne k mamsatu B CUDA ocyiecTBisieTcs: OMHOBPEMEHHO U3 TIOJIOBHHBI
KOJIMYecTBa HUTEH B Oiioke. Bce TUIBI mamMsTH, KPOME PETMCTPOBON M JIOKAIBHOM,
MOKHO HCIOJIb30BaTh Kak 3Q¢eKTHUBHO, Tak U HeapdekTuBHO. [TorTOMY HE0OXO0aM-
MO Y€TKO MOHMUMATh UX OCOOCHHOCTH U 00JaCTH MPUMEHEHHS.

PaccmoTpum Oosiee moapoOHO pazzaensemyro namsatb. OCHOBHON OCOOEHHO-
CTBIO pa3/eNIIeMON MaMsTH, SIBISETCA TO, YTO OHA ONTUMM3UPOBAHA MO/ 0OpallleHHe
K HEW OJTHOBPEMEHHO IOJOBHUHBI KOJIMUECTBA HUTEH B Osioke (16 HuTel). Bes pazne-
JsieMast maMsTh pa3ouTa Ha 32 6aHKa, COCTOSIIIMX U3 32 OUTOBBIX CJIOB, IPUYEM, I1O-
CJIEI0BAaTEIbHO MAYIIME CJIOBA MOMNAJAl0T B MOCIEA0BATENbHO UaylIHue Oyoku. O0-
palieHre K KakJIoMy OaHKy MPOMCXOJUT He3aBUCHUMO. BTopoi BaxHOU 0COOEHHO-
CTBIO pa3lieNIIeMOM aMATH SIBJISIETCS TO, UTO OHA BhIJIEsAETCS Ha Onok. [l 3amanus
pas3zeisieMol mamMsATH ucnoib3yetcs cnenudukarop _ Shared . Yacro ucnonb3oBa-
HUE pa3esiseMon MaMITh TpeOyeT IBHOW CUHXPOHU3AIMU BHYTpU OJI0Ka.

[Ipu pabote ¢ pazaensieMoil maMsIThbI0O HEOOXOUMO OOECIeUYUTh CUHXPOHM3A-
1uto MoTokoB, uTo B CUDA 10BOJBEHO MPOCTO — OHA MPEIOCTABISET MPUMHUTHBHBINA
0apwep, pyukmuro __syncthreads(). I1pu ee BbI30Be MOTOKK MPHUOCTAHABIMBAIOTCS 10
TOrO MOMEHTA, MOKa BCE MOTOKU HE JOCTUTHYT 3TOW TOYKU. BaykHO, 4TOOBI BHI3OB
__syncthreads() y Bcex mMOTOKOB HaXOJMJICS B OJTHOM M TOM K€ MeCTe (B YaCTHOCTH,
ObLT 0E3YCJIOBHBIM, T. €. HE HaXOJIWJICS BHYTpHU omepartopa If u T.m.), B IpOTUBHOM
Cly4ae pe3yJIbTaThl MOTYT OBITh HEMPEICKa3yeMbIMH, B YaCTHOCTH, MOKET BO3HUK-
HYTb «MepTBas 0siokupoBka» (deadlock).

[IpuBenem ¢parMeHT Ko/ia CO3JaHUsl MAacCHBAa JIAHHBIX B pa3/iefsieMO NaMsTH.

#define BS 256 //Pasmep OJoka

~_global void Kernel (float* data)

{

// Co3maHMe MacCuUBa B pas3nejigseMOM NaMaTu
__shared  float a[BS];
int i = blockIdx.x * BS + threadIDx.x;

// KommpoBaHve mu3 1Jjio0ajIbHOM [MaMATU B pasleligeMylo
ali] = dataflil];
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// CUHXPOHUBVPYEM HUTH.
// Tlepen MCHOJIb30BaHMEM HYXHO OBITL yBEPEHHEIM, YTO BCE
IaHHBIE CKONMPOBAHUIIMCDH

__syncthreads () ;

// VIcrioJIb30HaHME MIaHHEIX pPas3nejiseMOl IaMsaTU

}

JlaHHbBI TIpUMEpP AEMOHCTPUPYET TOJIBKO pabOTy C paslessieMOil MaMsThIO.
JI71s1 TOrO, 4TOOBI MOHSTH, KaK K€ pa3jeiseMas NaMaTh IOMOTAeT B YCKOPEHUH pabo-
ThI, HallMIIEM NPOTPaMMY [Jis BBIUUCICHUS CKAJSAPHOTO IMPOU3BEICHUS BEKTOPOB.
[Tormpobyem HamucaTh 3Ty IporpaMMy C MCIIOJIb30BaHUEM I100anbHOU mamMsTu. Mc-
MI0JIb3YSI MEXaHU3M COOBITHI, 3aMepUM BpeMsi pabOTHI sJIpa.

PaccMmoTpum, Kak U3MEHUTCS SIAPO, €CIM BMECTO II100aIbHOM MaMsITH UCTIOIb-

30BaThb pasacCisICMYIO ITaMATh.

__global  wvoid scalMult (const BASE TYPE *A, const
BASE TYPE *B, BASE TYPE *C, int numElem)
{
// TlepeMeHHas IJig XPaHeHUsS CYMMEl 3JIEMEHTOB
BASE TYPE sum = 0.0;

// CosmaHve MacCUMBOB B pas3mdejigdeMOoM IaMITu

__ _shared  BASE TYPE ash[BLOCK SIZE];

__shared  BASE TYPE bsh[BLOCK SIZE];

// KommpoBaHue M3 TJ00aJILHOM IaMsaTU

ash[threadIdx.x] = A[blockIdx.x * blockDim.x +
threadIdx.x];
bsh[threadIdx.x] = B[blockIdx.x * blockDim.x +

threadIldx.x];

// CUHXPOHMBALMUSA HUTEN

__syncthreads () ;
// BHUMCJIEHME CKaJISPHOTO MNPOM3BEIESHUM
if (threadIdx.x == 0)
{
sum = 0.0;

; J < blockDim.x; J++)
] * bsh(3jl;
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Cl[blockIdx.x] = sum;

3aMeHUM SIpO MPOrpamMMBbl U OLIEHUM BpeMsi paOoThl SiApa, MUCHOIb3YIOIIETO
paszenseMyto mamMsaTh. Tak Kak Kakaas HUTh Tereph padoTaeT ¢ MaMsThIO, Ubsi CKO-
pocTh paboThI Oosiee BHICOKAS, OOJBIITYIO YacTh BpEMEHU PabOThI MIPOTrpaMMBbl 3aHU-
MAaroT BBIYHMCIICHHS, a HE JIOCTYIT K MaMATH. bojee HarsiIHO 3TO MOYKHO HaOJt01aTh

B CIIy4ae MepEeMHOKEHUSI MATPHIL.

Banku 1aHHbBIX

Joctyn K maMaTu ocyuiecTBisieTcs: yepe3 32 OaHka naHHbIX. [Ipuuem HOMEp

0aHKa MOKHO MMOCYUTATH 1O (hopMyIie
Howmep Oanka = (Anpec B Gaittax / 4) % 32.

Kaxnpiii 6aHK B onpejiesieHHbIE MOMEHT BpeMeHH 00pabaThiBaeT OAHY TpaH-
3aKIHI0 (YTEHHE WU 3anuch). ONTUMaNbHBINA JOCTYI K JaHHBIM oOecredynBaeTcs,
KOT/Ia KaK/J[asi HUTh TIOCJICI0BATEIIBHO COOTHOCHUTCS CO CBOUM OAHKOM (CM. pHcC. 6a).

Takxe kKoH(]IMKTa MEXly OaHKaMU HET, €CIIU KaKJI0M HUTH B JIOOOM NOPSAJIKE
COOTBETCTBYeT cBOM OaHk. [Ipumep Takoro moctymna mzobpaxkeHn Ha puc. 66. Kon-
(GAMKT UMEEeT MECTO, KOrla HECKOJIbKO HUTEH MbITAlOTCsA 00paTUThCS K OgHOMY OaH-
Ky JIaHHBIX, KaK N300paxeHo Ha puc. 6B. OJIHaKO B Ciiyyae, KOTJla BCe HUTHU 3aIlUChI-

BarOT WUJIM CYUTBIBAIOT C OAJHOI'O 6aHKa, KOH(I)J'II/IKTa HC IIPOUCXOIUT.

Thread 4

<«—| Thread 0
<«—| Thread 1
<«—| Thread 2
<«—| Thread 3
<«—| Thread 5
<«—| Thread 6
<«—| Thread 7
<«—| Thread 8
<«—| Thread 9
<«—| Thread 11
<«—| Thread 21
<«—| Thread 24
<«—| Thread 31

Bank 4 | «—

Bank O

Bank 1

Bank 2

Bank 3

Bank 5

Bank 6

Bank 7

Bank 8

Bank 9

Bank 10 | «—|] Thread 10
Bank 11

Bank 12 | «—| Thread 12
Bank 13 | <«—| Thread 13
Bank 14 | «—| Thread 14
Bank 15 | «—] Thread 15
Bank 16 | «—| Thread 16
Bank 17 | «—] Thread 17
Bank 18 | «—| Thread 18
Bank 19 | «—| Thread 19
Bank 20 | <«—|] Thread 20
Bank 21
Bank 22 | <«—| Thread 22
Bank 23 | «—| Thread 23
Bank 24
Bank 25 | «—| Thread 25
Bank 26 | «—| Thread 26
Bank 27 | «—| Thread 27
Bank 28 | «—| Thread 28
Bank 29 | «—| Thread 29
Bank 30 | «—| Thread 30
Bank 31

Puc. 6a. OnTuMabHbINA A0CTYNl K 0aHKAM JaHHBIX
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Puc. 60. becKOHQIUKTHBIH J0CTYNl K 0aHKaM JaHHBIX
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Puc. 6B. KOHQpIMKTHBIN T10CTYNl K 0aHKaM JaHHBIX

PaccMmoTpum Hambosiee pactipocTpaHeHHBIE CTy4yau, KOT/1a MOTYT UMETh MECTO

KOH(JIMKTH OaHKOB JTaHHBIX. B ciienyromem npumepe

char s[N];

shared
char data

s[threadIdx.x];

-

, U, TaK KaK B OJTHOM OaHKE COJEPIKUTCS YeThIpe Oa

WTOBBIA MaCCUB

nuMeeM oaHoOa

Ta, OJIHOBPEMEHHO B OAMH OaHK OyIyT oOpamarbcsi 4eThipe HUTH. DTO TPUBEACT

K KOH(JIUKTY 4eTrBepToro nopsajaka (4 Hutu Ha 1 OanHk). OT™MeTUM, 4TO Ha puc. 6B

MIPUBEJICH IPUMEP KOH(IIUKTOB MIECTOTO MOPSIKA.

OnuH U3 crmoco0OoB pelieHrs TaKoro KOH(JIMKTa COCTOUT B JJOOABICHUN U30bI-

TOYHBIX JAaHHBIX:

char s[4 * N];

shared__
char data

.
’

s[threadIldx.x * 4]

B crenyromem npumepe Oyaer KOHGIUKT BTOPOro mopsijaka (short — nByx-

OaTOBBIN THTI)

short s[N];

shared
short data

s[threadIdx.x];
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Yaire BO3HUKAIOT KOH(IMKTHI, KOT/Ia HCIIONIB3YIOTCS YeThIpeXx0alTOBbIC YUCIIa

¥ HOMEp B MaccuBe BhIUuciseTcs o popmysie. Hampumep, B clieayromiem Koje:

__shared  float s[N];
float data = s[threadIdx.x * L];

IpY YETHBHIX I, BOSHUKAIOT KOH(IUKTHI. JlelicTBUTENbHO, TpU L = 2 HyJIeBas HUTH
u 16-Haras HUTH oOpalIaroTcs B HYJIEBOW OaHK, a mpu L. = 4 y)Xe HUTH C HOMEpa-
mu 0, 8, 16 m 24 oOpamarTcs B HyJeBOH OaHK, co3/laBas KOH(IUKT YETBEPTOTO

Imopsaka.

Ipumep. OnTUMHU3aLKUSA NPOrPaAMMBI 10 EPEMHOKEHHUIO ABYX MATPHIL

[Iyctb nanbl nBe Marpuupl pazmepoMm N * N (g yaoOcTBa OyJeM CUMTaTh, 4YTO
N kpatHo 16). Ecau pemaTe naHHyro 3a1ady, Mojyyasl JaHHbIE NOCTOSHHO U3 TJIO-
OanpHOM mamsTH, TO MoHaAoouTCst 2N yteHuid u3 riodansHoi namsaTi. CTaHOBUTCS
SICHO, YTO OCHOBHBIM TOPMO3SIILIUM IIpOrpamMmy (akTOpoM SBIISIETCSI HE UTO MHOE, KaK
YTEHUE U3 TJI00ATLHOM MaMATH, KOTOPasi UMEET HU3KYIO CKOPOCTh MEepEJayu.

3aMETHO yCKOPHUTh MPOrpaMMy IOMOKET IpaBUJIbHAS OpraHU3alMsl BbIUUCIIE-
HUM U paznensemas namsaTb. OOpaTuM BHMMaHHE HA TO, YTO JJIsSi BBIYMCIICHUS dJie-
MEHTa HOBOM MaTpulbl HEOOXOJMMBI JIMIIb HEOOJIbIINE YaCTH HCXOAHBIX MAaTpHII.
JI7ist oBBINIEHUs OBICTPOJIEUCTBHS TTPOTPaMMBbl pa300beM HOBYIO MATPHILy Ha TO/I-
MaTpUIIBl TaKUM O0O0pa3oM, 4TOObl OOpaOOTKOM JaHHOW MOAMATPUIIBI 3aHUMAJICS
TOJBKO OauMH ONoK. B jaHHOM 3amade pa3oObeM Ha moamarpuibl (C') pasMepom

16*16 snemenToB (cM. puc. 7).
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Puc. 7. Beruucienue noaMaTpuubl HOBOM MAaTPHUIbI

OaHako, M3-3a MaIoro oobemMa pasaensaeMoil naMsaTv, nogMmatpunsl A’ u B’ ne
MOT'YT OBITH IEIUKOM cKomupoBaHbl. I[TocTymum ¢ A" 1 B’ Tak ke, Kak IOCTYIIUIN
¢ moamarpuieii C', pa3o0beM KaKIyk MaTpHUIly Ha MOJMATPHILI pasMepoM 16*16.
B urore Berancienne C' 6ymem npoBoanTs B N /16 nraros (cm. puc. 8).

Boruucnenne nogmatpuilbl C' MOXKHO 3amucaTh ClIeAyIOMUM 00pa3oM:

C'=A *Bi+ Ay *By+ -+ Ay *By.

16 16

Tenepp Ha KaxJ0M Iare OyjaeM MOATPYXkaTh B pa3leisieMyl0 MaMsTh MO O/I-
HOM moamaTpuiie A; U B;, BBIYKCIIATH COOTBETCTBYIOLIYIO UM CyMMY JIJIsl 9JIEMEHTOB
IIPOM3BEJICHUS U 110 OKOHYAHUU BCEX BBIUMCIICHUW 3alMCBHIBATH B PE3YJIbTUPYIOLLYIO
MaTpHILy.

VYkakeM B Hauase NporpaMMbl pazmep OJI0Ka U TUI 3JIEMEHTOB MacCUBa:

// pasmep OJIOKA WM pasMep [I0IMAaTPULIE
#define BLOCK SIZE 16

//TWUIl, KOTOPHIM OYIYyT MMETL 3JIEMEHTHE MaTpPH’II
#define BASE TYPE double
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Puc. 8. Pa30uenune HCXOAHBIX MATPHII

C y4eToM BCero BBIIIECKa3aHHOTO 00 OpraHu3alii BEIYUCICHUH, ApO OyaeT

BBITJISIIETH CJIEAYIOIIUM 00pa3oMm:

__global  void matrixMult (const BASE TYPE *A, const
BASE TYPE *B, BASE TYPE *C, 1int Acols, int Bcols)
{
// MHOEeKC HauaJjla [epPBOM MNOOMATPULE A, KOTOPYI
// obpabaThHBaeT BJOK
int aBegin = Acols * blockDim.y * blockIdx.y;
// MHOEeKC KOHIla NOIMAaTPMLE A, kKoTopyil obpabaTeiBaeT O6JIOK
int akEnd = aBegin + Acols - 1;
// mar myna nepebopa noImMaTpull A
int aStep = blockDim.x;
// VHIEeKC Hauajla [epBOM MNOIMATPUIE B, KOTOPYIO
// obpabaTHBaeT OJOK
int bBegin = blockDim.x * blockIdx.x;
// mar nna nepebopa nomMaTpuil B
int bStep = blockDim.y * Bcols;

// BuimeJieHuVe pasmesyigeMOoM NaMaTy IJIS [IOAMAaTPMUIL
shared  BASE TYPE as [BLOCK SIZE] [BLOCK SIZE];
shared  BASE TYPE bs [BLOCK SIZE] [BLOCK SIZE];
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//

//
//

//

//

//

//

//

IepeMeHHasa IOJIS BHUMCIIEHUA 3JIeMeHTa [IOIMaTPMIE
BASE TYPE sum = 0.0;

for (int ia = aBegin, ib = bBegin; ia < akEnd; ia +=
aStep, 1ib += bStep)
{
3arpy3ka nomMaTpul, A ¥ B M3 1iobasibHOM HaMAaATU B
pasnensaeMyio
as[threadIdx.y] [threadIdx.x]
threadIldx.y + threadIdx.x];
bs[threadIldx.y] [threadIldx.x]
threadldx.y + threadIldx.x];

A[ia + Acols *

B[ib + Bcols *

CUMHXPOHM3AUMUSI HUTEU

__syncthreads () ;

IepeMHOXEeHMe IBYX MaTpPUIl
for (int k = 0; k < blockDim.x; k++)
sum += as[threadIdx.y] [k] *
bs|[k] [threadIdx.x];

CMHXPOHM3AaLUMAg HUTEU

__syncthreads () ;

VHIEKC PEe3yJIbTUPYKRIETO 3JIEMEeHTa B IJIODAJIBbHOM [IaMATHU
int ind = Bcols * (blockDim.y * blockIdx.y +
threadIdx.y) + blockDim.x * blockIdx.x + threadIdx.x;

3alMCh BJIEMEHTAa B IJIOOAJIbHYI [IaMAaThb

Cl[ind] = sum;

[Tocne nro6oi#t pabOTHI ¢ pa3aensieMol MaMsAThI0 HEOOXOIUMO CUHXPOHU3ZUPO-

BaTh HUTU. B JaHHOM IIPHUMEPEC BAKHO MPOU3BCCTH CHHXPOHU3AIHWIO O MOMCHTA

HavaJla pacCucToB, YTOOBI Y6CI[I/ITBCSI B TOM, YTO BCC NAHHBIC 3aIPpYy’KCHbI, 4 TAK¥XKC I10-

Clie pacyeToB, YTOObl yOEIUTbCA B TOM, YTO TEKYIIME MOJMATPUIBI HE HY>KHbI

U MOXHO IIOATPYIKAaTb HOBBIC IIOAMATPHUIIBI.
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BrI30B siipa u3 rraBHOW QYyHKITUH:

// TlapaMeTphl 3anycka gaipa

dim3 threadsPerBlock = dim3 (BLOCK SIZE, BLOCK SIZE);
dim3 blocksPerGrid = dim3(Bcols / BLOCK SIZE, Arows /
BLOCK SIZE) ;

// cTapT BpeMeHu padoTH gipa
cudaEventRecord( start, 0);

// BBI3OB gmpa
matrixMult<<<blocksPerGrid, threadsPerBlock>>>(d A, d B,
d C, Acols, Bcols);

// cTomn BpeMeHM pPadoTH gapa
cudakEventRecord( stop, 0);
cudakEventSynchronize ( stop );

// BHUMCJIEHVE BpPeMeHU pPadoTh
float KernelTime;
cudakEventElapsedTime ( &KernelTime, start, stop);

Hcnonp3oBaHne TAaKOTO alTOPUTMA JIJIsT TIEPEMHOXKEHUS ABYX MaTpHIl TpeOyeT
2 * N/ 16 uteHunii u3 riiodanbHO# mamsaTH. [IOHATHO, YTO MPABUILHOE UCIIOIH30Ba-
HUE pa3esisieMOil MaMsITH MOXKET MOJHATH ObICTPOICHCTBUE MPOrpaMMBbI Jaxe Ooiiee
YeM Ha mopsAnoK. TakKe METOJl BBIYMCIIEHUS CyMMbI NMPOU3BEICHUN 3JIEMEHTOB IO
0Ji0KaM, KOTOPBIN ObLT IPUMEHEH B SJIpE JIJIsi BHIYMCIICHUS MPOU3BEICHUS IBYX MaT-
pHII, YCKOPSIET BBIYUCIICHUS U YaCTO IPUMEHSIETCS B MOJJOOHBIX 3a/1a4ax.

Ecnu pa3mep pasnmensemoil mamMsATH HE 3aJaH WM3HAYaJIbHO W OIPEIESAETCS

B IIpoliecce padboThl NPOrpaMMbl, TO HEOOXOAMMO €ro YKa3bIBaTh IPH BbI30BE sipa

myKernelFunc<<<gridSize, blockSize,
sharedMemSize>>> (float *paraml, int *param?2)

rae sharedMemSize — pa3Mep JONOJIHMTEIBHOW NaMATH, BBIAEIAEMOW NPH 3a-

ycKe sijpa,
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KoHTpoJibHBIE BOIIPOCHI

1. Kakue trmnsl maMsaty BeLaensoT B Texaonornun CUDA?
2. Kakoil cnerudukatop mpuMeHseTCs I 3aJaHus pasieiseMor mamsitu?

Ilepeuncnure OCHOBHbIE OCOOEHHOCTHU PA3AEIAEMON TaMSATH.

JlaGoparopHnas padora

1. Hanmummre mporpaMMmy AJis CKaJsipHOTO YMHOXKEHUSI JBYX BEKTOPOB, HC-
NOJIB3YS pa3ieNsieMyto MaMsTh. Pasznensemas maMsTh BBIACIAETCS C y4E€TOM OrpaHu-
YyeHus ee pa3MepoB Ha Os1ok. KonnuecTBo HUTEH MpH BBI30BE spa paBHO YHCIY dJie-
MEHTOB MaCCHBa C pa3/iesieMol MaMAThI0. 3aMepbTe BpeMsl pabOThI Spa MPOrpaMMBbl.

2. Hanumure mporpaMMy BBIYUCIICHHS OMPEIEICHHOTO MHTerpaia (yHKIUU

OJIHOM TIEPEeMEHHOM 10 KBaIpaTypHOH (opMyJie LIEHTPATIbHBIX MPSIMOYTOJIbHUKOB.

Jomamnsas padora

1. lopaboraiiTe mporpaMMy BBIYUCIICHHS ONPEIEIEHHOIO HHTErpaja, UCIoJb-
3ys Ipyrue KBajaparypHbie ¢opMyibl: ¢popmMynsl Tpaneuuid u Cumicona. CpaBHHTE
TOYHOCTb PE3YyJIbTATOB.

2. Hanmummre nmporpaMMmy BBIUMCIIEHHS €BKJIMJIOBOM HOPMBI BeKTOpa (IyTeM

CKAJLIPHOT'O YMHOKCHHU:A €TI0 HA ceOsT ¥ BBIYMCIICHHS KOPHA U3 HpOI/ISBe)ICHI/ISI).
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I'naBa 8. KoHcTaHTasi M TEKCTYypHAasi NAMATH

[TomMuMoO KCIIONB30BaAHUSA pa3ACIIIeMON MaMsITH CYIIECTBYET ellle JBa BUa Ia-
MSATH, KOTOpbIe MOKHO ucnoJib3oBaTh B CUDA — 3T0 KOHCTaHTHasi U TEKCTypHas ma-
MATb. DTH BUABI AMSTH SBJISIOTCS MEAJICHHEE pa3/esisieMoil, HO 3a CYET KAIIUPOBa-

HHA OHU IIPCBOCXOIAT IIO CKOPOCTHU PJIO6aJIBHYIO IIaMATh.

KoHcTanTHAda NaMATh

KoHncTanTHas mamsTh UCHOIB3YETCSI TOTAA, KOTJa B sIIPO HEOOXOAMMO Tepe-
JaThb MHOTO Pa3JIMYHBIX JaHHBIX, KOTOPbIE OYIyT OJUHAKOBO MCIOJIb30BaTHCS BCEMU
HUTSAMU sA7ipa. DTa MamsaTh BbLAENAeTcs B rjio0ainbHON mamstu B npenenax 64 xb.
[Tpu 3TOM K3MIMPOBAaHKE MPOUCXOIUT OTAEIBHOTO JJISl KAKIOTO MYJIBTHIIPOIIECCOPa,
pa3mep Ka31a paBeH 8 Kb st Bcex Bepcuil Mpou3BoauTeNbHOCTH KpoMe 6.0, misg 6.0
o0beM Kka1a cocrasisieT 4 kb.

OObsiBIEHME TIEPEMEHHOW  JienaeTcss  TJ00allbHO, MCHOJB3YyS  CIIOBO

__constant . Ilpumep HCIOJIE30BaHM KOHCTAHTHOIO MacCHUBa.

__device = constant  float contsDatal4];
float hostDatal[4];

// mnpucBampBahHme 3HaueHurt B hostData

// KOomMpoBaHME IaHHBEIX C LIEeHTPaJbHOTO Ipolleccopa B

// KOHCTaHTHYI NaMaThb

cudaMemcpyToSymbol (constData, hostData, 4*sizeof (float),
0, cudaMemcpyHostToDevice);

CnoBo  device  mepeny  constant = MOMKHO OIyCKaTh, TaK Kak
0 YMOJIYAHUIO KOHCTaHTHas NaMsATh BBIACISAETCS Ha TIpaHUueckoM YCTpOICTBe.
Hcnonp30oBaHne BHYTpU sipa KOHCTAHTHOM INMAaMITH HUYEM HE OTJIMYAETCS OT HC-
NOJIB30BaHuUs 000U ri00anbHON mepeMeHHoi. PaccmoTpum crnenyromuid npumep

HCIIOJb30BaHUA KOHCTAHTHI:

constant int add;
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// OYHKLMA CJIOXEeHUS IBYX BEKTOPOB C NpubaBJieHUEM

// mocToguHOV add

__global  void addKernel (int *c, const int *a, const int
*1)

{

int 1 = threadIdx.x;
cl[i] = al[i] + b[i] + add;

// MHMLMaIM3alrsa U BEBOB OYHKIUWM CJIOXKEHMS B OCHOBHOM
// mporpamMme, Size - pasMep MacCHUBOB

int r = 2;

cudaMemcpyToSymbol (add, &r, sizeof(int), O,
cudaMemcpyHostToDevice) ;

addKernel<<<1l, size>>>(dev _c, dev a, dev Db);

TekcTypHass namMATh

[Tpu paccMOTpeHUU pa3fenseMol MaMsATH MBI MPEANoiarai, YTO HCIOIb30-
BaHHE MaMATU BHYTPHU OJIOKAa CHIIBHO JIOKAJIM30BAHO, TO €CTh OJOKY JJIS €ro padoThl
TpeOyeTcs JIMIIb KaKOW-TO ONpeAEICHHBIN Y4aCTOK MAacCHUBA; €CIIN K€ JIOKAIU30BaTh
oOpareHue He yJaeTcs, a CKOPOCTh OOpaIIeHusl K MaMsATH SBISETCS Y3KUM MECTOM
IPOrpaMMBbl, MOKHO MOMPOOOBATH NCIOIB30BATh TEKCTYPHYIO MAMSTh.

OcHOBHast 0COOEHHOCTh TEKCTYPHOM MaMATH — 3TO UCIOJIb30BaHUA Kama. Og-
HAaKO CYIIECTBYIOT JOMOJHUTENbHbIE CTaIMM KOHBeWepa (mpeoOpa3oBaHHE aipecoB,
¢unbTpanus, npeodpazoBaHue JaHHBIX), KOTOPbIE CHUKAIOT CKOPOCTH MEPBOTO 00-
pamenus. [loaToMy TEKCTypHYIO MaMsATh pPa3yMHO HCIIOJIB30BAaTh C CIEAYIOIIUX
CITyJasix:

e 00bEM JaHHBIX HE Biie3aeT B shared mamsTh;

® [ATTEpH JOCTYIa XaOTUYHBIH;

¢ JIaHHBIC IICPCUCIIOJIB3YIOTCA PAa3HbIMU IIOTOKAMM.
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JIsis UCTIONIb30BaHUSA TEKCTYPHOW MaMATH HEOOXOAUMO 3aJaTh OOBSIBICHUE

TEKCTYpPBhI KaK TJI00AIbHYIO IEPEMEHHYIO:

texture < type, dim, tex type> g TexRef ;

Type — Tun XpaHUMBIX TiepeMeHHbIX, dim — pa3sMepHOCTh TekcTypsl (1, 2, 3)
Tex_type — Tun Bo3BpamiaeMbIX 3HaY€HUI

o cudaReadModeNormalizedFloat,

e cudaReadModeElementType.

Kpome Toro, mns 60s1ee MOITHOrO MCHOJB30BaHUS BO3ZMOKHOCTEH TEKCTYPHOU

[maMsATH MOXXHO 3a1aTb OITMCAHHMEC KaHaJia:

struct cudaChannelFormatDesc

{

int x , v, z , W;

enum cudaChannelFormatKind f ;
b

3agaet ¢hopmaT BO3BpaIIa€MOT0 3HAUCHUS

int X, y, Z, W — gucna B uaTepaie [0, 32], npoeknus UCXOAHOTO 3HAYCHUS 110

ouTam

cudaChannelFormatKind — tun Bo3BparaeMoro 3Ha4eHUS

e cudaChannelFormatKindSigned — 3HakoBsIe int

e cudaChannelFormatKindUnsigned — 6e33HakoBsie Int

e cudaChannelFormatKindFloat — float

TekcTypHas nmamsaTh, Kak U KOHCTaHTHasA, K3mmpyercs. Ilpuuem, pasmep xaia
3aBUCUT OT MPOU3BOJAUTEIBLHOCTU. 10 Mpou3BoAUTENBHOCTH 6.0 pa3Mep Kailia u3Me-

usiercs ot 12 mo 48 Kb, miist 6.X — ot 24 1o 48 Kb, nist 7.0 — ot 32 no 128 Kb.

IIpuMepbI HCTIOJIB30BAHMS OTHOMEPHON TEKCTYPbI

[IpuBenem mpumep NporpaMmbl Jist pabOThl ¢ OJHOMEPHOUN TEKCTYpOH, IPUBS-

3anHoi k CUDA maccusy.

#include "cuda runtime.h"
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#include "device launch parameters.h"
#include <stdio.h>

// oOBbaBJISEeM OIHOMEPHHM TEKCTYPHEM OOBEKT
texture<float, 1, cudaReadModeElementType> texRef;

__global  void readTexels (int n, float *d out)

int idx = blockIdx.x * blockDim.x + threadIdx.x;
if (idx < n)

{

float x = texlD(texRef, float (idx)):;

d out[idx] = x;

#define NUM THREADS 256

int main ()
{
int N = 10;
int nBlocks = N / NUM THREADS + ((N % NUM_THREADS)
1 : 0);
float *d out;

\

// BHIOEJSeM naMaTb Ha GPU
cudaMalloc ((void**) &d out, sizeof (float) * N);

// BHOenseM namsare Ha CPU
float *h out = (float*)malloc(sizeof (float)*N);

// BanojHdgeM Maccub data
float *data = (float*)malloc (N * sizeof (float));

for (int 1 = 0; 1 < N; 1++) data[i] = float (2 * 1i);
// cosmaem CUDA mMaccupe Ha device

cudaArray* cuArray;
cudaMallocArray (&cuArray, &texRef.channelDesc, N,
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cudaMemcpyToArray (cuArray, 0, 0, data,
sizeof (float) *N, cudaMemcpyHostToDevice) ;

// mpuBa3bBaeM TekKcTypy K CUDA MacCuUBy
cudaBindTextureToArray (texRef, culArray);

// ycTaHaBIuBaeM aTpubyTH TEeKCTYPH
texRef.normalized = false;
texRef.filterMode = cudaFilterModePoint;

readTexels << <nBlocks, NUM THREADS >> > (N, d out);

// KommMpyeM C IeBarca Ha XOCT
cudaMemcpy (h out, d out, sizeof(float)*N, cudaMem-
cpyDeviceToHost) ;

for (int 1 = 0; i < N; 1i++4)
printf ("$f\n", h out[i]);

free (h out);
cudaFree (d out) ;
cudaFreeArray (culArray) ;
cudaUnbindTexture (texRef) ;
getchar () ;

[Iporpamma Bbiaenser namsath Ha GPU, npuBs3bsiBaeT K HEW TEKCTypy. 3aTeM

KOIIMPYCT U3 TCKCTYPhbI B MaCCHB. OtBer JOJIDKCH OBITH CICAYIOIIHM

.000000
.000000
.000000
.000000
8.000000
10.000000
12.000000
14.000000
16.000000
18.000000

o NN O
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Cnenyrommii npuMep KOJa CBS3BIBAET TEKCTYpY C JIMHEHHOM MaMATHIO.
Ora nporpamma 3amojHseT Ha JeBaiice OObIKHOBEHHBIH MacCUB M3 TEKCTYpBbI, 110CIIE
ATOTO KOIMPYET €ro Ha XOCT U CPaBHHUBAET C HMCXOAHBIM MaccuBOM. IIporpamma

OJDKHA BBLIATh cO00IeHne «MacCUBBI COBITAINY.

#include "cuda runtime.h"

#include "device launch parameters.h"
#include <stdio.h>

#include <assert.h>

void checkCUDAError (const char *msqg)
{
cudaError t err = cudaGetLastError();
if (cudaSuccess != err)
{
fprintf (stderr, "Cuda error: %s: %s.\n", msg,
cudaGetErrorString(err));
exit (EXIT FAILURE) ;

texture<float, 1, cudaReadModeElementType> texRef;

__global  wvoid kernel(int n, float *d out)
{
int idx = blockIdx.x*blockDim.x + threadIdx.x;
if (idx < n)
d out[idx] = texlDfetch(texRef, 1idx);

#define NUM THREADS 256
int main ()
{
int N = 5000;
int nBlocks = N / NUM THREADS + ((N % NUM_THREADS) ?
1 : 0);
int memSize = N * sizeof (float);

\
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// data fill array with increasing values

float *data;

data = (float*)malloc (memSize) ;

for (int 1 = 0; 1 < N; i++4+) data[i] = float(i);

float *d a;

cudaMalloc ((void **)&d a, memSize);
cudaMemcpy (d a, data, memSize, cudaMemcpyHostToDe-
vice) ;

cudaBindTexture (0, texRef, d a, memSize);
checkCUDAError ("bind") ;

kernel << <nBlocks, NUM THREADS >> > (N, d a);

float *h out = (float*)malloc (memSize);
cudaMemcpy (h out, d a, memSize, cudaMemcpyDeviceTo-
Host) ;

checkCUDAError ("cudaMemcpy") ;

for (int i = 0; 1 << N; i++)
assert (data[i] == h out[i]);

printf ("MaccuBul coBnaau \n");

cudaUnbindTexture (texRef) ;
checkCUDAError ("cudaUnbindTexture") ;
free(h out);

free(data);

getchar () ;

KoHTpoJibHBIE BONIPOCHI

1. I'ne BoIAEIISIETCS KOHCTAHTHASL U TEKCTYypHAsi NaMATh?
2. 'me pacrnosioxkeH KdII JJii KOHCTAHTHOM M TEeKCTypHOU mamsitu? KakoBbl

pa3Mepsl K31ma?
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JlabopaTopHas padora

1. Hanumwure nporpamMmy Juisi CKaJdsipHOTO YMHOKEHHSI JIByX BEKTOPOB, HC-
M0JIb3YsI KOHCTAHTHYIO MaMsTh. 3aMepbTe BpeMs paboThI siipa MPOrpaMMBbl.

2. HanummuTe nporpaMmy BBIYHMCICHHUS ONPEACICHHOTO MHTerpaia (yHKIUU
OJIHOM TEePEMEHHOMN MO KBAAPATypHOU (opMyIie IEHTPAIBHBIX MPSIMOYTOJbHUKOB.

Hcnonp3ylTe TEKTCTYPHYIO NTaMsTh, TPUBA3aHHYIO K JIMHEUHOW MaMSITH.

Jomamnss padora

1. HanmmmmTe nporpaMMy jisl CKaJsipHOTO YMHOXKEHHS JIBYX BEKTOpPOB, pac-
TI0JIOKCHHBIX B TEKCTYPHO# mamsTu. Mcnonpyiite Tpu anropurMa: 1) B o0oux ciryya-
sx npussizka kK CUDA maccuBy; 2) B oqHom — k CUDA maccuBy, B Apyrom — K Jiu-
HEeWHOW mamsTH; 3) B 000MX CIy4asx MPHBS3aHbI K JIMHEHHOW maMsaTH. CpaBHUTE

BpeMs pabOThI ISl Pa3IMYHBIX Pa3MEPOB MAaCCHUBOB.
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